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Abstract

I define a concept of causal probability and apply it to questions about the role of prob-
ability in evolutionary processes. Causal probability is defined in terms of manipulation
of patterns in empirical outcomes by manipulating properties that realize objective proba-
bilities. The concept of causal probability allows us see how probabilities characterized by
different interpretations of probability can share a similar causal character, and does so in
such way as to allow new inferences about relationships between probabilities realized in
different chance setups. I clarify relations between probabilities and properties defined in
terms of them, and argue that certain widespread uses of computer simulations in evolu-
tionary biology show that many probabilities relevant to evolutionary outcomes are causal
probabilities. This supports the claim that higher-level properties such as biological fitness
and processes such as natural selection are causal properties and processes, contrary to
what some authors have argued.

1 Introduction

I define the concept of causal probability in order to allow generalizations across in-
terpretations of probability that play closely related roles in certain scientific con-
texts. I use this concept to argue, against what some have claimed, that evolution-
ary processes such as natural selection and random drift are causes of evolution.
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I give an extended example involving coalescent simulations in applied popula-
tion genetics, and argue that the prevalence of this use of computer simulations
provides evidence that causal probability plays a central role in evolutionary pro-
cesses such as natural selection.1

Evolutionary statisticalism is, in part, the view that biologists’ so-called evolu-
tionary “forces”, such as natural selection, genetic drift, mutation, and migration
are not causes of evolution (e.g. Matthen and Ariew 2009; Matthen 2009; Walsh
2007, 2010). Evolutionary causalists advocate a contrary view (e.g. Brandon 1990;
Millstein 2006; Haug 2007; Forber and Reisman 2007; Shapiro and Sober 2007; Abrams
2012a; Huneman 2012). Statisticalists usually allow that there is something that
can be called “natural selection”, but they treat that term as referring to a statistical
pattern of actual changes in a population, rather than to a cause of those changes.
Statisticalists typically claim that the causes of evolution in a population are the
individual interactions of particular organisms with each other and with their en-
vironment, and that these do not in any sense sum up to higher-level causes such
as natural selection.

I argue that whether natural selection is a cause of evolution depends on the
character of the probabilities in terms of which it should be defined. In particular,
if these probabilities are causal probabilities, there’s a clear sense in which natural
selection turns out to be a cause of evolution. More specifically, I argue that effects
of manipulations of parameters in certain computer simulations shows that the
simulations involve causal probabilities. Among the processes modeled by these
simulations is natural selection. It’s therefore plausible, I argue, that natural selec-
tion involves causal probabilities in such a way that it is a cause of evolution.2 Some
of the arguments that I develop here are also intended to show that it’s problematic
to claim that interactions involving organisms cause evolution while higher-level
processes composed of these interactions are not causes.

Section 2 provides background material and motivation for my development
and application of the concept of causal probability. Section 3 defines and defends
the concept of causal probability, and draws out some of its consequences. Section 4
then discusses an example involving coalescent simulations in applied population
genetics, arguing that this and similar uses of simulations, which are widespread in

1I briefly sketched the idea of causal probability in (Abrams, 2012a), and gave summary descrip-
tions of the coalescent simulation example in Abrams 2012a,b.

2My conclusions are in some respects sharper than previous conclusions about natural selection
and drift as causes based on arguments involving manipulability or counterfactuals (Reisman and
Forber, 2005; Forber and Reisman, 2007; Shapiro and Sober, 2007; Huneman, 2012, forthcoming,
2013).
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empirical research in evolutionary biology, show that natural selection is a cause in
a sense that depends on causal probability. This claim holds whether or not there
are multiple interpretations underlying the probabilities involved in evolutionary
processes, and supports the claim that properties such as fitness, defined in terms
of such probabilities, are causal in the same sense. Section 5 summarizes the con-
clusions of the paper and suggests relationships to issues not discussed in detail
here.

2 Background on probability and evolution

2.1 Interpretations and setups

The mathematical theory of probability gives no guidance as to how probabilities
originate: No probabilities in, no probabilities out. Those probabilities from which
others can be calculated come from outside mathematics—from contexts in which
an interpretation of probability is applicable to a chance setup in roughly Hacking’s
sense:

A chance set-up is a device or part of the world on which might be con-
ducted one more trials, experiments, or observations; each trial must have
a unique result which is a member of a class of possible results. (Hacking
1965, p. 13)

Examples of chance setups include situations in which a coin is tossed repeatedly,
cases in which a person has a certain confidence in a conclusion, and quantum me-
chanical experiments. Certain properties of the chance setup determine that there
are things that satisfy the axioms of probability. An interpretation of probability
proposes or explains how members of a certain class of chance setups are able to do
that. For example, for some Bayesian interpretations of probability, mental states or
behavioral dispositions are what satisfy the axioms of probability (Zynda, 2000). In
some propensity interpretations, the properties of the chance setup allow it to give
rise to dispositions of different strengths, and it is these dispositions that satisfy
axioms of probability (Popper, 1959; Giere, 1973). Or consider Rosenthal’s (2010;
2012) natural-range interpretation of probability, in which the chance setup is a
device such as a wheel of fortune, and it is properties of its causal structure and
physical quantities that imply that certain outcomes satisfy the axioms. To avoid
awkward locutions, I’ll use “realize” in an extended sense so that we can always
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say that the chance setup realizes the axioms of probability.3 Note that it’s not the
fact that we have developed or applied an interpretation of probability that cre-
ates the probabilities. Rather, it’s the chance setup that realizes properties that are
sufficient for satisfaction of the axioms of probability.

Of course only some properties of a chance setup realize probabilities. For ex-
ample, in the case of objective probabilities for dice-tossing outcomes, the shape of
a die and the densities of the material at points within it are plausibly among those
properties that help to realize probabilities, as are various properties of a person
who tosses the dice. On the other hand, the fact that a metal die is made of one
alloy or another per se makes no difference (at least if these alloys are of equal den-
sity). Similarly, some subjective probabilities are realized by dispositions or other
properties of mental states of believers, on some accounts, but the overall shape
of a person’s thumb or brain would not be among the properties that realize sub-
jective probabilities. Call those properties that realize probabilities—according to
a particular interpretation of probability applied to a particular chance setup—the
probability-realizing properties of the chance setup according to a given interpreta-
tion of probability. These are the properties of the chance setup in virtue of which
it realizes probabilities at all, and those in virtue of which the probabilities have
the particular numerical values they do. I’ll call the latter the probability-quantity-
realizing properties of the chance setup.

I speak of a complex chance setup when there is a set of three or more chance
setups causally connected so that the outcome of a trial on one setup determines
whether a trial occurs on one of two or more other setups, and the outcome of this
next trial either determines the outcome of the entire complex setup, or determines
whether a trial occurs on one of two or more other setups …, and so on. The pro-
cedure must be guaranteed to terminate by producing an outcome of the entire
complex chance setup.4

Finally, I’ll always use “frequency” to mean relative frequency, unless context
indicates otherwise.

3I’ll assume in section 3.2 that none of these “realization” relationships between properties of
chance setups and probabilities are causal relationships.

4A complex chance setup can include continuously varying probability distributions as a func-
tion of the outcome of an earlier trial if we treat each such distribution as defining a distinct chance
setup.
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2.2 Fitness and drift

My view is that natural selection requires fitness differences that in some sense
affect evolution at the level of a population (Millstein, 2006; Abrams, 2012b). I
don’t endorse the claim that fitness depends primarily on single-case propensities
(Abrams, 2007, 2012b), nor that fitness is fundamentally a property of token or-
ganisms (Abrams, 2012b, 2014), but these two claims provide a simple illustration
of how many causalists think about fitness, natural selection, and probability (e.g.
Mills and Beatty 1979; Brandon 1978, 1990; Sober 1984, 2013; Ramsey 2006; Pence
and Ramsey 2013). Various definitions of of natural selection in terms of fitnesses
have been discussed; the simplest version of the popular propensity interpretation
of fitness (Brandon, 1978; Mills and Beatty, 1979) is this: Each token organism has,
at birth, a certain probability of having no offspring, a probability of having 1 off-
spring, a probability of having 2 offspring, and so on. The organism’s fitness is then
defined as the expectation of the number of offspring: the sum of the products of
offspring numbers and their probabilities. The propensity interpretation of fitness
usually assumes that these probabilities are single-case propensities.5 Recent pa-
pers (Glymour, 2006, 2011; Abrams, 2009a, 2012b, 2014) provide frameworks for
thinking about the relationship between natural selection and environmental vari-
ation; some of these papers and other works such as (Beatty and Finsen, 1989; Bran-
don, 1990; Abrams, 2009b; Pence and Ramsey, 2013) discuss the appropriate math-
ematical relationship between probabilities and fitness, which need not correspond
to simple expectation. The important point is that fitness is usually understood as
a mathematical function of probabilities of outcomes for either token organisms or
organism types. In general, a reasonable position for a causalist is that natural se-
lection is not something distinct from fitness differences, nor from probabilities of
outcomes relevant to changes in populations. Rather, natural selection supervenes

5Except where noted, I’ll use “propensity” to mean single-case propensity, in its traditional
philosophical sense originated by Popper (1959; 1973), which takes propensities to be dispositions of
varying strengths satisfying probability axioms. This has become known as a “tendency” account of
single-case propensity (Eagle, 2004; Berkovitz, forthcoming) from the use of this term in e.g. (Mellor,
1971; Giere, 1973). It’s the simplest notion of propensity, and I suspect that it’s what many philoso-
phers of biology have had in mind when they’ve gone beyond vague generalities about propensity.
Humphreys’ paradox (Salmon, 1979; Humphreys, 1985; Lyon, 2014) is an argument that propensi-
ties are not probabilities, because if the propensity that 𝐴 causes 𝐵 is represented as a conditional
probability, the application of Bayes theorem leads to paradoxes. Fetzer (1981), Miller (1994), and
Berkovitz (forthcoming) provide possible ways of dealing with Humphreys’ paradox; for this pa-
per, I would adopt one of the strategies discussed by Berkovitz that treat propensities as probabili-
ties. Eagle (2004) and Berkovitz (forthcoming) survey a variety of criticisms of propensities; another
criticism is provided in (Abrams, 2007, 2012c).
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on fitnesses, which in turn supervene on objective probabilities. These, in turn,
supervene on whatever properties in a population of organisms (cf. Haug 2007)
constitute the relevant probabilities via an interpretation of probability.

Random genetic drift, or more generally what is simply called “drift”, refers
to the process by which allele frequencies, or genotype frequencies, or heritable
phenotypes fluctuate due to purely random effects on survival or reproduction.
Thus on many views, drift can occur whether or not there are fitness differences
(whether or not there is natural selection), since random effects can result in out-
comes in which less fit organisms increase in frequency at the expense of more fit
organisms. (This “process” conception of drift is the one that I’ll use in the rest of
this paper. Sometimes “drift” is used in a “product” sense, to refer actual frequen-
cies of types in a population differing from what is most likely (Millstein, 2002).)

2.3 Sampling and probability

This section discusses an example from (Walsh et al., 2002) that illustrates a moti-
vation for this paper. As noted above, probabilities exist in the world when there is
a situation—a chance setup—to which some interpretation of probability applies.
Nevertheless, inspired, perhaps, by biology textbooks and articles—which rarely
raise questions about interpretations of probability—some philosophers’ remarks
suggest, perhaps inadvertently, that the idea of drawing balls from an urn can by
itself justify probabilities without any role for an interpretation of probability.6

For example, introductory population genetics texts (e.g. Roughgarden 1979)
often illustrate basic ideas about random genetic drift with an example similar to
this one:

Consider a container, an urn, containing 𝑛 white and 𝑚 black balls, iden-
tical except for color, and thoroughly mixed. Reach into the urn and pull
out a ball. What is the probability that it is black?

This kind of example can be used, for example, to help students think about the
probability that an allele of a particular kind will be present in an organism, since
in some models, alleles in one generation are viewed as sampled from the pool of
available alleles in the previous generation. I believe that such devices sometimes
lead to remarks that give the impression that no interpretation of probability need
be involved, in any sense, in the probability 𝑚/(𝑛+𝑚) of drawing a black ball. This
probability can appear to be no more than a fact about the urn, the balls, etc. After

6Debates about frequentist vs. Bayesian statistics are not unknown in biology, however (Clark,
2005).
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all, one might think, don’t facts about the proportions of balls in the urn—e.g. the
fact that the relative frequency of black balls is 𝑚/(𝑚 + 𝑛)—do all the work? Ex-
plicit statements of such a position are rare—discussions of urn models and the like
are usually intended to help avoid detailed discussion of what probability is—but
remarks by Walsh et al. (2002) come close to a statement of the idea that drawing
objects from a collection makes discussions of interpretations of probability irrele-
vant.

Walsh et al. (2002) frame their example in terms of the concept of random sampling—
randomly choosing elements from a population of elements, or from an underlying
distribution. Drawing balls from an urn is one illustration of this idea; Walsh et al.
(2002) give another one. Discussing the difference between predicting the location
at which a dropped feather lands, and predicting a distribution of outcomes from
sampling, they write:

… compare two experimental set-ups. In the first a feather is dropped
from a height of 1m. In the second, ten coins are drawn at random from
an array of 1000 coins: 500 with heads up, 500 tails up. … In each of the
cases we might make a prediction concerning the outcome. …
The expectation for the trajectory of the feather is generated by summing
those forces known to be acting on the feather. … Things are quite dif-
ferent with the random drawing of coins. The expected outcome is not
generated by attending to the forces acting on the coins, but by taking
into account the structure of the population being sampled. (Walsh et al.
2002, p. 454).7

The paper doesn’t make it clear exactly how the coin selection process works,
but we’re clearly supposed to assume that the fact that a coin shows heads or tails
cannot affect the selection of a coin. However, the details matter for Walsh et al.’s
claim; it’s in these details that causal factors enter into the sampling process. Per-
haps the coins are arrayed on a table, and the choice is made in complete darkness,
with gloves on so that it’s impossible to feel the face of the coin. In this case, the
coins still must not be arranged in certain ways—e.g. with all those showing tails
on the right half of the table—since some people may have a tendency to reach to-
ward the right or the left, etc. So either the arrangement of coins or the process of
choosing them must be random, or both, in order for frequencies of heads and tails
on the table to justify the predictions that Walsh et al. have in mind. Here “ran-

7The emphasis on prediction suggests that Walsh et al. (2002) intend “expected” and “expec-
tation” in a psychological rather than mathematical sense. This point would be clearer with the
addition the surrounding context for my quotation.
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dom” means, at least, something like “with equal probability”. Probability must
be built into assumptions about the physical processes involved in sampling the
coins. Clearly, it’s not just the distribution of coins in the population that matter;
there are many physical details of a sampling process that are relevant to the coin
tossing outcomes, other than the distribution of heads and tails in the population
of coins. Moreover, in the case of the feather dropping experiment, there may be
facts about the distribution of forces on falling feathers that play a role analogous
to the distribution of heads-up and tails-up coins. So it’s not clear why the coin
sampling example depends any less on causal factors (e.g. forces) than does the
falling feather.

If pressed, Walsh et al. might admit that it’s also the character of the causal inter-
actions involved in selecting coins, and not just the fact that there are equal num-
bers of coins in the population, that’s crucial to predictions. Walsh et al.’s point
may be that relative to the physical processes in the chance setup—apart from the
distribution of heads and tails in the population of coins—manipulating only that
distribution should alter predicted outcomes. Nevertheless, leaving the character
of the coin selection process out of the story makes it more difficult to notice that
in cases of sampling, it’s the physical process involving the chance setup—the pro-
cess that selects items “at random”—that introduces probabilities into the situation.
Otherwise, we have a collection of coins but no outcomes. And it’s to this physical
process that some interpretation of probability must apply, if there are probabilities
of outcomes. Similar points apply to urn models (Abrams, 2006).

A related point is that in order for outcomes of random sampling to have prob-
abilities, “random” cannot mean merely that there is no reason or cause for the
fact that one item rather than another is chosen.8 Similarly, mutation is sometimes
said to be random merely because it has no systematic causal relationship to fit-
ness (e.g. Beatty 1984; Coyne 2009, p. 118). The mere fact that there is no systematic
causal relationship between two sets of outcomes doesn’t imply that the relation-
ship between them follows a probability distribution. In theory, there are myriad
ways that a large number of molecules might interact in order to generate muta-
tions. Similarly, there are a large number of ways that organisms could interact
with complex environment. Only some of these ways would produce the patterns
that are so systematic as to be evidence of probabilities. It’s true that biologists
do assume, for example, that probabilities of particular mutations occurring are
probabilistically independent of whether those mutations would increase fitness,
and that there is a probability distribution over mutations. Such assumptions have

8Except on some classical, logical, or epistemic interpretations, but such probabilities need not
be related to patterns in the world (Abrams, 2012d).
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been fruitful. However, these assumptions are only suggested by the proposition
that there is no causal relationship between mutations and fitness.

In this section I’ve given examples in which claims about probabilities—with, it
is claimed, implications about causes—are presented in ways that seem to divorce
the claims from questions about interpretations of probability and physical proper-
ties of chance setups. Whether authors mentioned intend this separation or not, it’s
worth looking more closely at relationships between interpretations of probability,
causation, and evolutionary processes. In the end, I’ll argue that natural selection
is a cause of evolution because of characteristics that are intimately connected to
interpretations of probability.

2.4 Probability realization relations

At this point, I’ll develop ideas introduced in section 2.1 further in order to connect
the discussion in the preceding section with section 2.2 and with proposals and
examples in section 3.

2.4.1 Calculated probabilities

In section 2.1 I made the point that probabilities either (a) are calculable from other
probabilities or (b) are constituted by a properties of a chance setup—properties
specifiable by an interpretation of probability. Probabilities calculated from prob-
abilities definable by a particular interpretation of probability are probabilities of
exactly the same kind: They’re also probabilities definable by that interpretation.
For example, if the probabilities from which we calculate other probabilities are
propensities, the calculated probabilities are propensities as well. Whatever prop-
erties the original propensities have (e.g. being dispositional, depending on par-
ticular conditions at the time of a trial, etc.), the derived probabilities have those
properties, too. Further, this will mean that no probability, as a something realized
in the world, is merely mathematical; it will have other, physical properties as well.

To see these points more clearly, suppose that probabilities for coin toss out-
comes are propensities. Consider this example of a complex chance setup:

Two-toss example
Olivia has two biased coins. Biased coin 1 gives heads a propensity of 4/7,
while biased coin 2 gives heads a propensity of 4/9.9 First Olivia tosses coin 1.

9Gelman and Nolan (2002) explain that it’s impossible for a coin to have a significant bias if it’s
flipped in the air and doesn’t bounce before coming to rest. A coin that’s spun rapidly on a point
on its edge and allowed to fall can be biased, however. Assume that Olivia tosses or spins her coins
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Then she again tosses tosses coin 1 if the outcome of the first toss was heads, or
coin 2 if the outcome was tails. Consider the outcome of the second toss, with
either coin, to be the outcome of the entire procedure. What is the probability
of heads on the second toss? Answer: (4/7 × 4/7) + (3/7 × 4/9) = 76/147, or
about .517.

The probability of heads in the preceding example, 76/147, would be a propensity,
since all of the probabilities from which this probability is calculated are propen-
sities. After, all, what other kind of probability could this be? How could the fact
that 76/147 was calculable from propensities with values 4/7 and 4/9 suddenly re-
quire a new interpretation of probability? This means, for example, that if propen-
sities are dispositions of various strengths, the two-toss setup has a disposition of
strength 76/147 to produce heads. Similarly, if the probabilities on individual coin
tosses were epistemic, the probability of heads in the two-toss setup would be epis-
temic as well.

This example uses simple calculations to illustrate the point that probabilities
calculated using rules of probability, from probabilities realized by a chance setup
in a way that can be characterized by some interpretation of probability, inherit
all of the properties of the original probabilities. The point carries over to com-
plex calculations, though, since they can be broken down into simpler calculations.
Even if we take limits of simple calculations—a method common in mathematical
probability theory—there’s no reason, in general, to think that a physical property
of probabilities would disappear in the limit.10 Thus the claim that probabilities
inherit physical properties from the probabilities from which they’re calculable is
general.

2.4.2 Probabilistic properties

Properties that are not themselves probabilities but that are defined in terms of
probabilities can also inherit characters associated with an interpretation of proba-
bility. Suppose the two sides of a coin are labeled “2” and “7”. Consider the expec-
tation of the random variable defined by the number displayed after a toss. For a
fair coin, this expectation is .5 × 2 + .5 × 7 = 4.5. If the underlying interpretation is
epistemic, this expectation is, at least in part, an epistemic fact about the coin toss.
Given some propensity interpretations, on the other hand, the expectation has a
causal character: It’s a property defined in terms of the coins’ dispositions toward

in such a way that the stated biases exist.
10Excluding, possibly, cases in which the limit is singular, a point due to Joseph Berkovitz (per-

sonal communication). Such cases are rare in most areas of science.
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the two outcomes. There is no disposition to produce something labeled with “4.5”,
of course, but 4.5 summarizes facts about dispositions of the coin setup.

To illustrate the relevance of this point to the question of whether natural se-
lection is a cause, recall that on many definitions, fitness summarizes facts about
probabilities of outcomes such as numbers of offspring, e.g. via expected number
of offspring (§2.2). If natural selection is defined in terms of fitness differences, as
it plausibly is, it also summarizes facts about such probabilities. Thus, understood
as describing evolution in the world, natural selection is infected by properties of
the objective probabilities in terms of which it can be defined. If those probabilities
have causal properties, natural selection does as well.11

2.4.3 Missing and mixed interpretations

The arguments in the last two sections depended on an assumption that all of the
relevant probabilities are describable in terms of a single interpretation of probabil-
ity. There are two ways that this assumption might get into trouble for the proper-
ties that define or constitute natural selection. First, it could be that some probabil-
ities needed to define natural selection simply don’t exist: No chance setup realizes
these probabilities. Second, it could be that there are different kinds of probabilities
relevant to natural selection, and they are of such a different nature that very differ-
ent interpretations of probability would be required to describe them. In that case,
what characteristics would properties calculated from them inherit? (Suppose, for
example, that the some probabilities essential fitness were propensities, but that
others were epistemic probabilities.)

Either of these two situations might provide support for the idea that what we
say about probabilities involved in evolutionary processes need not depend on
what interpretations of probability properly characterize those processes. Deem-
phasizing the importance of interpretations of probability for our understanding
of natural selection—as I suggested (Walsh et al., 2002) may have done—might be
entirely appropriate. I’ll consider the two kinds of potentially problematic case in
turn.

11Walsh (2007 pp. 283ff) gave an example illustrating what he called “statistical properties of pop-
ulations” (p. 283)—summary properties defined in terms of the probabilities that generated those
populations. Walsh argued that the sense in which natural selection and random drift explain evo-
lutionary outcomes depends only on this kind of statistical property, and that this implies that se-
lection and drift are not causes of evolution. Space constraints prevent me from discussing Walsh’s
arguments, but I believe that the point made in this section has the potential to undercut them.
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Missing interpretations Suppose that a set of possible outcomes involving or-
ganisms in a population simply have no objective probabilities, because their occur-
rences are utterly erratic: No facts purely about organisms in environments make
any of these outcomes more probable than others. For the sake of this section, let
us simply consider this as an abstract possibility.12 Perhaps it is what some statisti-
calists believe is true of biological populations. The illustration given next doesn’t
show that there are such “probability-less” systems, but it will help us to think
about the consequences of this sort of case were it to occur.

Suppose that I specify a coin-tossing procedure exactly as I did in the two-toss
example above (§2.4.1), but I leave it unspecified whether Olivia will use coin 1 or
coin 2 for the first toss. I again ask what is the probability of heads on the second
toss, considering that as the outcome of the entire “procedure”. The answer is that
whether or not there is, in fact, a determinate probability for the outcome of the
procedure, I have not given you enough information to answer. In particular, if
there was no fact of the matter about which coin Olivia would use on the first toss,
or of probabilities of using that coin, then there would be no fact of the matter about
the probability of heads resulting from the entire “procedure”. We could not infer
properties of the probability of heads on the second toss, because that probability
simply doesn’t exist.13

If there were such “missing” probabilities for outcomes needed to define natural
selection, then statisticalists might be right, since natural selection could not be de-
fined by probabilities of outcomes for populations of organisms. All that would
matter would be whatever actual patterns of frequencies occurred in biological
populations. I return to this point in section 4, where I argue that such probabilities
seem not to be missing in most cases relevant to evolution.

Mixed interpretations In sections 2.4.1 and 2.4.2, I assumed not just that all rele-
vant outcomes have probabilities definable by an interpretation of probability, but
also that in each example, the probabilities were definable by the same interpreta-
tion of probability. What if this assumption fails? For example, suppose we ask:
What is the probability of heads given a setup like that in the first two-toss example
(§2.4.1), where the probability of heads on the first toss is a rational degree of belief,
and the probability of heads on the second is a propensity? What kind of probabil-
ity is the probability of the procedure’s outcome? (If we answer, “a rational degree
of belief”, that’s because we’re inferring a rational degree of belief from the propen-
sities on the second toss—that is, we’re just combining epistemic probabilities. This

12Such outcomes could, of course, still have epistemic or logical or classical probabilities.
13Of course there could still be a determinate epistemic probability for heads.
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doesn’t answer my question.)
What if natural selection and biological fitness were like this, defined in terms

of objective probabilities of different kinds? What properties, if any, would nat-
ural selection inherit from these interpretations? For example, in (Abrams, 2007,
2012b), I argued that if fitnesses of token organisms exist and are defined by single-
case propensities, defining fitnesses of heritable types in terms of these token fit-
nesses would require a second set of probabilities: probabilities for organisms to
encounter various detailed environmental circumstances. What if, as I suggested
in (Abrams, 2007), these were not single-case propensities? I don’t have general
answer to these questions, but in section 3.3, I argue that the notion of a causal
probability, which I define there, abstracts from certain differences between inter-
pretations. I argue that this allows us to draw conclusions about inheritance of
some characteristics of probabilities of different kinds, without a general resolu-
tion of questions about inheritance of properties for mixed interpretations.14

3 Causal probabilities

I’ll argue that certain probabilities have the following feature: Altering the values
of these probabilities by altering properties of the chance setup that realizes them
(§2.1) would, in a certain sense, manipulate frequencies of events in the world.
Causal probabilities will be those probabilities that, in principle, allow this sort of
manipulation.15 Thus the “causal” in “causal probability” refers to a difference-
making sense of “cause”.16

The term “causal probability” doesn’t refer to any particular interpretation of
probability. However, probabilities defined by some but not all interpretations of
probability are always causal probabilities; I call such interpretations “causal prob-
ability interpretations” or simply “causal interpretations”. The concept of causal
probability therefore allows us to classify interpretations of probability into those
that always define causal probabilities, and those that don’t. For example, I’ll sug-
gest below that it’s plausible that some propensity interpretations are causal prob-

14There is another kind of mixed interpretation case, in which two interpretations of probability
are characteristic of a system, but there is no real connection between the two interpretations. One
kind of case involves probability defined as frequency, where the processes that generate frequencies
involve propensities. Such cases do not really raise new issues, and in the interest of space, I don’t
discuss them here.

15This section refines and extends the notion of causal probability in (Abrams, 2012a).
16Causal probability bears some similarities to to Lyon’s (2011) concept of “deterministic proba-

bility”, but Lyon’s goals are different from mine.
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ability interpretations, while epistemic interpretations are not. (I doubt that there
are interpretations of probability that sometimes do and sometimes do not define
causal probabilities, and will assume in what follows that there are none.)

3.1 Probabilistic patterns

I’ll define causal probability partly in terms of manipulations of frequencies of out-
comes. However, it’s difficult to state the sense in which such manipulations occur.
I discuss this problem next.

What’s manipulated? Consider dice tossing. Assume that the usual process of
tossing a pair of cubical dice involves some kind of objective probability: Properties
of the chance setup realize probabilities according to some interpretation of prob-
ability. There’s no agreement about what interpretation of probability dice tossing
realizes, but as noted earlier, physical densities within the dice should be among
the properties that help to realize probabilities of outcomes. Suppose that we begin
with a set of dice of uniform density, and subsequently alter densities within the
dice so that regions opposite six become significantly heavier than other parts of
the dice. This would change the probability of twelve. How will this modification
affect frequencies of outcomes? We’d guess that twelve would occur more often af-
ter the modification, assuming that the dice were tossed many times. Would the
modification guarantee that twelve would occur more often? Of course not. Toss-
ing such loaded dice could well produce a run of 1000 with no twelves, for example.
An infinite sequence of tosses without twelves is even possible. Modification of the
dice densities would seem to count as some sort of manipulation since (we think)
changing the dice’s densities will (probably, usually, we think) affect frequencies
of outcomes. Yet there is no particular change in frequencies that’s guaranteed to
occur given the alteration of the dice. What is it that’s manipulated, then? A similar
problem arises for finite long-run propensity interpretations (Berkovitz, forthcom-
ing)17: Is there is a way to define long-run propensity in terms of those frequencies
that in some sense would occur in a large numbers of trials, while at the same time
allowing for the possibility that the frequency of an outcome might turn out to be
very different from the outcome’s propensity?

Single-case probabilities and laws of large numbers A natural way to respond
at this point is say that changing the dice densities changes the probabilities of dif-

17The problem arises for infinite long-run propensity interpretations, too, but these interpreta-
tions have more serious problems (Hájek, 2009).
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ferent sequences of outcomes even though it doesn’t guarantee any particular kind
of sequence. However, this proposal won’t help to clarify the relationship between
probabilities and frequencies. I think this kind of proposal is typically based on the
intuition that there are single-case probabilities—probabilities of outcomes on sin-
gle trials. In that case, from the probability of twelve on a single toss, for example, we
could derive probabilities of frequencies in 𝑛 trials using one of several law of large
numbers theorems, on the assumption (for example) that the trials are probabilis-
tically independent.18 However, this simply pushes the difficulty into individual
trials, so to speak. If the probability of twelve is .05 in one trial, what does that tell
us about the frequency (0 or 1) in that trial? Does it guarantee that some outcome
other than twelve will occur? No. So what is the relationship between the prob-
ability and outcomes on individual trials? This is not a new question (e.g. Giere
1976; Berkovitz forthcoming). If we could answer it, we might understand how to
think about the manipulation of frequencies when there are single-case probabil-
ities and trials are independent (for example). Even then, such an answer would
not help us to understand objective probabilities that don’t define single-case prob-
abilities, such as the probabilities defined in (Rosenthal, 2010, 2012) and (Abrams,
2012c,d),19 and (possibly) Hacking’s long-run propensity interpretation (Hacking
1965, cf. Berkovitz forthcoming).

A pragmatic response Berkovitz (forthcoming) discusses the problem of how to
specify the relationship between propensity and frequencies for long-run propen-
sity interpretations. He critiques previous attempts to solve this problem and of-
fers a new strategy for dealing with it. It may be that Berkovitz’s strategy can be
adapted to the needs of the concept of causal probability, but I won’t pursue that
possibility here. Rather, I’ll note that certain vague but common ways of think-
ing about frequencies play a role that’s so deeply embedded in successful scientific
practice it’s reasonable to define and use a concept of causal probability based on
those ways of thinking even though further philosophical investigation is needed.

In what sense might we say that frequencies are manipulated by objective prob-
abilities, then? We can talk about what kinds of frequencies occur, usually, most
of the time, etc. We can say, for example, that when a pair of dice is more heav-
ily weighted in the regions opposite six, then, as it happens, it usually occurs that

18For example, if the single-trial probabilities are independent and identically distributed, and
the probability of twelve is .05, then the probability that the frequency of twelve will be 1/36 in 72
trials is (72

2 ) × .052 × (1 − .05)70 ≅ .176 (e.g. Grimmett and Stirzacker 1992).
19Strevens (2011; cf. 2008) argues that his interpretation of probability, which is similar to Rosen-

thal’s and mine, does provide single-case probabilities.

15



twelve has a higher frequency than when the dice have uniform density. And we
can say that this usually happens more often when there are more trials, and that
frequencies become stable more often when trials are extended to large numbers.20

We can say that it’s this rough and ready, loose, “most of the time” sort of thing
that is sometimes manipulated by altering objective probabilities. This loose idea
of probabilistic patterns in sets of outcomes, a term I take from Strevens (2003; 2008;
2011), is vague and difficult to define precisely, but I think the preceding remarks
provide enough of an idea of what I have in mind.21 I’m willing to retreat to this
kind of vagueness because it’s exactly this sort of loose “most of the time” frequency
pattern that characterizes much scientific thinking about the real data of science,
and this is a fact about scientific practice that philosophers must recognize, though
there is clearly more philosophical work to be done.

3.2 Causal probability

A causal probability distribution is a set of probabilities realized by properties of a
chance setup, where alterations of probability-quantity-realizing properties (§2.1)
that change probabilities also change probabilistic patterns (i.e. what usually hap-
pens to frequencies, etc.) in accordance with the change in the probabilities: Those
outcomes that would be more probable occur more often, most of the time, etc.
For example, the objective probabilities that we attribute to dice tossing appear to
be causal probabilities since, roughly, changing densities within the dice changes
probabilities and probabilistic patterns in similar ways.22

Assuming that one is willing to go along with the idea that there are proba-
bilistic patterns and that they vary, we can represent such variation by values of a
variable 𝑌.23 However, since the notion of a probabilistic pattern is loose and in-
formal, we should be clear that this notion of “variable” is also loose and informal.
Nevertheless we can use this idea to provide a more precise definition of “causal
probability” by extending Woodward’s (2003) account of manipulation.24 I’ll make

20Berkovitz’s (forthcoming) discussion shows how difficult it is to make this intuition more pre-
cise.

21“Probabilistic patterns” are “probabilistic” only in that they’re often generated by chance setups
that realize probabilities; that they are isn’t essential.

22The fact that we use frequencies to guide our attributions of probabilities to dice doesn’t change
the fact that the probabilities, if they are objective, usually bear the right relationships to frequencies.

23It’s better to imagine that 𝑌 is, say, vector-valued, rather than scalar-valued; probabilistic pat-
terns might involve complex patterns of frequencies.

24Woodward’s (2003) statements M, IV, and IN on pages 59 and 98 summarize the main ideas
used here.
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free use of terms defined in section 2.1.

Causal probability
Consider a particular chance setup with its probability-realizing proper-
ties (specifiable by some interpretation of probability), realizing proba-
bilities for outcomes 𝐴𝑟 in a 𝜎-algebra over a set Ω.

• Let 𝑌 range over probabilistic patterns that could be produced by
repeated trials of the chance setup.

• Let 𝑋1, … , 𝑋𝑚 range over alternative ways that the chance setup might
be configured, where each probability-quantity-realizing property of
the chance setup is a value of exactly one of the variables 𝑋𝑖. The idea
here is that each variable ranges over ways that one might modify
such a property of the chance setup.25

Suppose that:

1. For each such 𝑋𝑖, there is some possible intervention 𝐼 on it that al-
ters the numerical values of probabilities of some of the 𝐴𝑟’s because
values of 𝑋𝑖 realize these probabilities,
and

2. The same intervention 𝐼 alters the probabilistic patterns that repeated
instances of the chance setup produce,26 so that there is a fit, in sense
appropriate to probabilistic patterns (see the beginning of this sec-
tion), between the probabilities realized by values of the 𝑋𝑖’s, and
the values of 𝑌 for those same values of the 𝑋𝑖’s. (The clearest cases
are those in which the frequency of each 𝐴𝑟 is close to the probability
of the same 𝐴𝑟.)

Then the probabilities are causal probabilities.

The notion of “fit” here must remain vague for the same reasons that the concept
of a probabilistic pattern is vague, but as suggested above, the idea does not seem
particularly problematic in relation to a great deal of real scientific practice.

25The probability-quantity-realizing properties may be complex, and the variables could be
vector-valued or function-valued. For example, 𝑋1 might range over variations in distributions
of densities within pairs of dice.

26For example, suppose that there are some values of 𝑋2, … , 𝑋𝑚 for which there is a variable 𝐼
with a value that (1) would cause 𝑋1 to take on a specific value, and this manipulation would also
cause 𝑌 to take on a particular value, in such a way that (2) the value of 𝑋1 no longer depended
on the values of other variables 𝑋𝑖, and (3) 𝐼 affected 𝑌 only via 𝐼’s effect on 𝑋1, where (4) 𝐼 is
probabilistically independent of any variable that could affect 𝑌 by causal paths not passing through
𝑋1 (cf. Woodward 2003, pp. 59 and 98).
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Figure 1: Relationships between chance setup properties, probability, and proba-
bilistic patterns

Since properties of the chance setup are what realize probabilities, a manip-
ulation of the chance setup satisfying the preceding definition is a manipulation
of the probabilities themselves. This intervention also results in a change in the
probabilistic patterns. Thus when such an intervention occurs, the relation be-
tween the change in the chance setup and the change in the probabilities is one of
realization—a non-causal relation—while the relationship between those changes,
and the change in the probabilistic patterns, is causal (figure 1). The concept of
causal probability thus captures the idea that in some cases, manipulating objec-
tive probabilities can be a way of manipulating frequencies.27

Let us call any interpretation of probability that allows the preceding definition
to be satisfied whenever it applies to a chance setup a causal probability interpreta-
tion. A detailed discussion of whether various interpretations of probability are
causal interpretations would require a rather long digression. However, it seems
reasonable to think that candidates for causal probability interpretations include
long-run propensity interpretations (Hacking, 1965; Gillies, 2000; Berkovitz, forth-
coming) and objective Complex Causal Structure (CCS) interpretations (Rosenthal,
2010, 2012; Strevens, 2011; Abrams, 2012c,d). These interpretations are, by design,
intended to have a relationship to frequencies in large sets of trials similar to what’s
required for a causal interpretation of probability. Some single-case propensity
interpretations are intended to have a similar relationship to frequencies in large
sets of trials, via implications of laws of large numbers, though whether single-
case propensities have this implication is controversial (Giere, 1973; Eagle, 2004;

27Do causal probabilities suffer from Humphreys’ paradox (Salmon, 1979; Humphreys, 1985) (cf.
note 5)? Here’s a short answer in an already long paper: Yes, but only if we treat the causal prob-
ability of an outcome 𝐴𝑟 given properties 𝑝𝑖 of a chance setup as a normal conditional probability
𝖯(𝐴| ∩𝑖 𝑝𝑖). (cf. Miller 1994; Berkovitz forthcoming).
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Berkovitz, forthcoming). Subjective interpretations of probability won’t count as
causal probabilities for a similar reason; I’ll illustrate this point below in section
3.3. I don’t consider Best System interpretations (Lewis, 1980, 1994; Loewer, 2001,
2004; Hoefer, 2007) to be good candidates for causal interpretations because in these
interpretations, probabilities of outcomes from particular setups are too directly
dependent on frequencies of outcomes from those very same setups; there is not a
clear sense in which manipulating properties of chance setups can cause frequen-
cies to change (cf. Abrams 2012c,d; DesAutels 2015).28 This is one reason why
“causal probability” can’t just be replaced by “chance”, or “objective probability
which is not a mere relative frequency”, even though the concept of causal proba-
bility is intended to capture an idea that’s implicit in much of our thinking about
objective probabilities. Further, the concept of causal probability makes the role
of manipulation of frequencies by properties that realize probabilities precise, and
does so in such a way as to allow inferences about causal probabilities of complex
chance setups (§3.3).

We can define the word govern in terms of the relationship between causal prob-
abilities and outcomes: When there are causal probabilities, the probabilities govern
the outcomes. Thus the objective probabilities associated with dice tossing govern
outcomes of dice tossing. I’ll also say that the realization of a causal probability ex-
hibits probabilistic systematicity: Even when individual outcomes are unpredictable
and feel, in some intuitive sense, “random”, they are produced in a way that ap-
pears somewhat systematic, in the sense that frequencies of outcomes will usually
be stable in many trials. (It’s not part of the definition of “causal probability” that
sequences of outcomes must seem random, however.)

3.3 Mixed causal probabilities

In section 2.4.3 I left a question unresolved: If it turned out that distinct probabil-
ity distributions realized in different parts of a complex chance setup (§2.1) were
of distinct kinds, characterizable only by different, incompatible interpretations of
probability (e.g. propensity and Bayesian interpretations), what properties would
probabilities mathematically composed from these probabilities have? I raised the

28However, I’m open the possibility that some conceptions of causation would allow Best System
interpretations to count as causal. Note that Hoefer (2007) allows some probabilities to be defined
in terms of “statistical nomological machines” (SNMs), devices which tend to generate outcomes
with certain patterns of frequencies. If Hoefer attributed probabilities only to outcomes of SNMs,
his theory might be a good candidate for a causal interpretation, but he also allows probabilities to
depend more directly on frequencies.
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possibility that probabilities underlying natural selection could be like this. I sug-
gested that this might undermine my claim that whether natural selection is a
cause of evolution depends on the interpretation of probability that characterizes
the probabilities in terms of which it must be defined. A partial answer to section
2.4.3’s question can be provided in terms of relationships between probabilities in
complex chance setups and those in component chance setups. This answer will
be more sufficient my purposes.

Although the arguments below are general, it may be helpful to think about a
complex chance setup 𝑆 with the same structure as the two-toss examples in section
2.4.1: In order for a trial of 𝑆 to occur, a trial of component setup 𝑆0 occurs; its
outcome determines which of two setups 𝑆1 and 𝑆2 has a trial. 𝑆1 and 𝑆2 have the
same outcome space, but may realize different probabilities for each outcome. The
outcome of a trial of 𝑆 is then whatever outcome the trial of 𝑆1 or 𝑆2 produces.

Component setups to complex setup First, consider a complex chance setup that’s
composed of simpler chance setups each of which realizes causal probabilities. (In
terms of the example just described, assume that the probabilities of outcomes from
setups 𝑆𝑖 are causal probabilities, though perhaps of different kinds. We want to
show that probabilities for outcomes of 𝑆 are causal probabilities.)

It follows from the definition of “complex chance setup” (§2.1) that those prop-
erties of the simpler setups (𝑆𝑖) that realize these setups’ probabilities, are also prop-
erties of the complex setup (𝑆) and realize its probabilities. Since the simpler setups
(e.g. 𝑆0) realize causal probabilities, and their outcomes can determine whether
other setups (e.g. 𝑆1, 𝑆2) experience trials, the frequencies of tokenings of trials in-
volving different component setups other than the initial setup (𝑆0), will usually
be similar to the probabilities that those trial tokens occur. Since this is true for each
component, it will also be true for the system as a whole. In effect, both proba-
bilities and frequencies “flow through” the system in the same way, and usually
remain coordinated. Manipulating those properties that realize the probabilities of
outcomes of the simpler setups (which are also properties of the complex setup)
thus manipulate the probabilistic patterns for outcomes of the simpler setups—
thereby manipulating the probabilistic patterns in outcomes of the complex setups.
So causal probabilities in component setups imply causal probabilities in the chance
setup composed of them.

Importantly, the preceding holds even if probabilities for outcomes of the sim-
pler setups are of very different kinds—even if they must be characterized by dif-
ferent interpretations of probability. So if the probabilities underlying natural se-
lection were of different kinds but were all causal probabilities then, plausibly, the
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probabilities in terms of which natural selection is defined would also be causal
probabilities. This will form part of my response to the concern reiterated at the
beginning of this section.

Complex setup to component setups The converse point, that if a complex chance
setup realizes causal probabilities, then all of its component setups realize causal
probabilities, is almost, but not quite true. (In terms of the two-toss structure given
above, assume that 𝑆 realizes causal probabilities, so manipulation of its probability-
quantity-realizing properties also affects probabilistic patterns in such a way that
𝑆’s outcome probabilities and corresponding frequencies in many trials are usually
close together. We would like to show that probabilities for outcomes of 𝑆𝑖 are then
causal probabilities.)

From the preceding discussion it should be clear that a manipulation of any
probability-quantity-realizing property of 𝑆 is at the same time a manipulation of
a probability-quantity-realizing property of one (or more) of its component chance
setups 𝑆𝑖. Because of the way that outcomes of 𝑆 are a function of outcomes of
the 𝑆𝑖’s, such a manipulation of one of 𝑆’s, and 𝑆𝑖’s, probability-quantity-realizing
properties, will usually keep 𝑆𝑖’s outcome frequencies near its outcome probabili-
ties. Otherwise the difference between these frequencies and probabilities would
lead to a difference between 𝑆’s outcome frequencies and probabilities.29

There are only two ways that probabilities of outcomes of 𝑆𝑖 and probabilistic
patterns involving outcomes of 𝑆𝑖 can usually remain coordinated no matter how
the probability-quantity-realizing properties are manipulated: Either the probabil-
ities must be causal probabilities, or they must simply be finite frequencies.30 Thus
from the assumption that 𝑆’s outcomes are governed by causal probabilities, we
can infer that 𝑆𝑖’s outcomes are either governed by causal probabilities, or that pat-
terns in 𝑆𝑖’s outcomes are simply that: patterns in a set of events. Nevertheless, at
least some of the component chance setups of a complex chance setup must have
causal probabilities in order for the complex setup’s outcome probabilities to be
causal probabilities. For example, if the probabilities of outcomes from 𝑆0, 𝑆1, and
𝑆2 were all finite frequencies, the same would be true of 𝑆, so outcomes of 𝑆 would
not have causal probabilities.31

29To take the an extreme case, suppose that 𝑆0 realized a probability near 1 that 𝑆1 was to be
tokened, but usually produced the outcome that causes trials of 𝑆2. Then probabilities of outcomes
of 𝑆 would be near the probabilities realized by 𝑆1, but 𝑆’s frequencies of outcomes would be near
the probabilities realized by 𝑆2.

30I don’t consider hypothetical infinite frequencies, whose problems are too deep (Hájek, 2009).
31One might think that my argument implies that all causal probabilities ultimately depend on
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Non-causal non-frequency components To see an example of what the defini-
tion of “causal probability” excludes, consider the two-toss structure again. Sus-
pend the assumption that outcomes of 𝑆 are governed by causal probabilities, and
suppose that the only interpretation of probability characterizing 𝑆0 is a subjec-
tive interpretation. Suppose, for example, that you have degrees of belief (𝑆0) that
Olivia will toss either the first coin (𝑆1) or the second coin (𝑆2), and suppose that
no other interpretation of probability applies to the process by which this choice is
made. Assume that coin tossing realizes propensities. Then one might calculate a
probability of heads for 𝑆 from (a) your subjective probabilities of 𝑆1 and 𝑆2 being
tokened, and (b) the propensities of heads on the setups 𝑆1 and 𝑆2.32 This probabil-
ity of 𝑆’s outcome cannot be a causal probability: If the probability of heads from 𝑆
was a causal probability, the probability-quantity-realizing properties of 𝑆0 would
have to be included as values of some of the variables 𝑋𝑖 (from the definition of
“causal probability” in §3.2),33 for they are among the properties that determine
the probabilities of outcomes of 𝑆. However, even though altering these 𝑆0 proper-
ties can affect the probabilities of outcomes of 𝑆, they can’t affect the frequencies of
outcomes on repeated trials. For we can assume that nothing about your degrees
of belief determines which coin is chosen, and nothing about your degrees of belief
affects the outcomes of coin tosses on 𝑆1, or on 𝑆2. (There are surely cases where
this assumption holds.) Thus we have a case in which it’s possible to manipulate
the probabilities of outcomes of 𝑆 without there being any corresponding manipu-
lation of frequencies of outcomes on repeated trials. The probabilities for outcomes
of 𝑆 in this case are thus not causal probabilities.

Mixed causal probabilities: summary We can summarize the relationships that
hold between the probability distribution 𝑃𝐶 over outcomes of a complex chance
setup and distributions 𝑃𝑖 over outcomes of component chance setups from which
the first set of probabilities can be derived:

1. If all of the distributions 𝑃𝑖 are causal probability distributions, then 𝑃𝐶 is a
causal probability distribution.

2. If 𝑃𝐶 is a causal probability distribution, then

probabilities realized at the level of fundamental physics if they don’t bottom out in frequencies
at some level. This conclusion depends on denying the possibility that there can be chance setups
whose probabilities depend only on higher-level properties. However, CCS probabilities depend
on higher-level properties, and long-run propensities can as well.

32This example is based on one described by Joseph Berkovitz (personal communication).
33These properties might include facts about what you believe about the two coins, for example.
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(a) At least one of the component distributions 𝑃𝑖 is a causal probability dis-
tribution, and

(b) Every component probability distribution 𝑃𝑖 is either a causal probability
distribution or a finite frequency distribution.

Natural selection and other evolutionary processes Arguments in section 2 sug-
gest that if there are (“lower-level”) probabilities of factors that affect outcomes
for individual organisms, these probabilities would mathematically imply proba-
bilities of outcomes for the entire population. Point 1 immediately above implies
that if the lower-level probabilities are causal probabilities, then the population-
level probabilities should be causal probabilities as well. This is so even if the
lower-level probabilities are of different kinds, i.e. if the chance setups must be
described by distinct interpretations of probability. Although I will not carry out
the details of the argument here, this ought to allow us to argue that the probabil-
ities in terms of which natural selection could be defined are causal probabilities,
if the low-level probabilities are, and in that sense, natural selection is a cause in a
difference-making sense, of evolution. Statisticalists sometimes seem sympathetic
to the idea these lower-level probabilities are propensities (e.g. Walsh 2007); to the
extent that they are, my arguments suggests that they should therefore accept that
natural selection is a cause of evolution.34 Point 2 implies that if we have reason
to think that probabilities of outcomes for a population are causal probabilities—
I argue that we do, in the next section—then at lease some of the corresponding
lower-level probabilities should be causal probabilities.

4 Evidence for causal probability: simulations

In this section I’ll argue that causal probabilities plausibly govern many evolution-
ary outcomes. My argument won’t make reference to specific interpretations of
probability, and it will apply even if the relevant causal probabilities are realized
in complex chance setups with component setups properly characterized by dis-
tinct interpretations of probability. I argue that the claim that causal probabilities
govern certain evolutionary outcomes is the only one that fits with many common,
extremely successful practices in evolutionary biology. I’ll give an illustration in-
volving computer simulations that play a fundamental role in recently developed

34Given the arguments here, Matthen and Ariew’s (2002; 2009) willingness to attribute causal
powers to individual organisms may be in tension with their view that natural selection is a not
cause.
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methods of testing for natural selection (extending arguments given in Abrams
2012a,b).35 Similar uses of simulations are commonplace in evolutionary biology.36

4.1 iHS: integrated haplotype score

Sabeti et al. (2002) introduced methods for detecting selection involving instances
of a kind of massive genetic hitchhiking known as extended haplotype homozygosity
(EHH).37 The idea, roughly, is this: Over many generations, genetic recombination—
a process by which DNA segments within chromosomes are swapped or rearranged—
slowly breaks down associations between alleles (genetic variants) at genetic loci
that are close to each other on the same chromosome. However, when there is selec-
tion for an allele at a particular locus, the frequency of that allele in the population
will often increase; as a result, extended haplotypes (long DNA sequences within
a chromosome) containing the allele will often increase in frequency, too. There
is thus a sort of race between selection, which tends to increase the frequency of
extended haplotypes, and recombination, which tends to destroy high frequency
extended haplotypes. If selection on an allele is strong enough, extended haplo-
types that contain it will achieve high frequency before recombination can destroy
their patterns. Thus the existence of extended haplotype homozygosity—roughly,
extended haplotypes with high relative frequencies in a population—provides ev-
idence that there has been recent38 natural selection on some allele in the region of
the chromosome on which the extended haplotypes are found.

Voight et al. (2006) developed an EHH-based measure called an “integrated

35The simple scientific examples common in philosophy of biology can give the impression that
relationships between data, models, and conclusions in evolutionary biology depend only on sim-
ple properties, which in turn makes it easier to think that biologists’ claims about the occurrence
of natural selection, drift, and so on are very abstract summaries of an underlying complexity, as
statisticalists sometimes claim. The example I discuss, by contrast, is one in which it biologists’ con-
clusions are justified by richly structured probabilistic patterns in the data, which reflect some of
the underlying complexity of biological processes. Moreover, the example I use illustrates the fact
that population genetics is not an isolated theoretical discipline that answers only to its own rules
(some remarks in (Matthen, 2009) may suggest this view), but is intimately connected to practical
applications in many parts of biology.

36For evidence that this pattern is common, see e.g. (Hoban et al., 2012). Cursory examination of
two arbitrarily chosen issues of the top journal Evolution (2013, volume 67, numbers 5 and 6) turns
up at least six articles illustrating this pattern.

37Here “homozygosity” refers to similarity of patterns of alleles in homologous chromosomes that
are randomly chosen from all individuals in a population or sample. Comparing randomly chosen
chromosomes provides a way of measuring the frequency of sequences of alleles in a population.

38On the order of 1000 generations.
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haplotype score” (iHS) to test for evidence of natural selection. iHS summarizes
relationships between a genetic location and the extended haplotypes in which it
is embedded by mathematically integrating over EHH scores at different genetic
distances from the location.39 If an allele has an iHS score with a large absolute
value, this means that the allele sits in a region with high frequency extended hap-
lotypes. Applying iHS methods to genetic data from three human populations
(Sub-Saharan Africa, Asia, Europe) provided by the International HapMap project
(HapMap Consortium, 2005), Voight et al. argued that extreme iHS scores found
in particular locations in the genome provide evidence of recent natural selection.
Subsequently, iHS has been used in many other empirical other studies (e.g. Zhao
et al. 2015).

How extreme do iHS scores have to be to provide evidence of natural selection?
Might normal genetic variation due to mutation, recombination, and genetic drift
produce the extreme iHS scores found in human genetic data? In principle, one
could find out by performing experiments on evolving populations to see how iHS
values turned out under different conditions. Apart from the moral problem of
performing such experiments on humans, such experiments would have to run for
thousands of years.

4.2 Coalescent simulations

Instead, Voight et al. (2006) generated genetic datasets by simulating processes
analogous to real-world processes other than selection. In this way the researchers
determined what iHS patterns were likely without selection. They argued that the
distribution of iHS scores found in the real-world data would be improbable in the
absence of natural selection, thus showing that that iHS patterns in this data pro-
vided evidence of natural selection on certain regions of the human genome. I’ll
provide a brief description of one kind of simulation that played a central role in
Voight et al.’s argument.

Consider tokens of a particular type of chromosome among members of a popu-
lation. These token chromosomes will all be quite similar, but there will usually be
variant nucleotides at some locations; these are called single-nucleotide polymor-
phisms (SNPs). I’ll focus on the SNPs in the order they appear along the chromo-
some, ignoring for the moment the nucleotides that intervene between them. Some
sequences of SNPs will be more common than others, just by chance, even without
recombination or natural selection: A consequence of genetic drift (§2.2) is that, by

39I briefly summarize details in a supplementary document that will be available from the au-
thor’s website (http://members.logical.net/~marshall) or upon request.
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chance, some organisms in any generation have more offspring than others. This
happens in every generation, and as a result, some organisms in earlier genera-
tions have numerous descendants many generations later, while others have none.
So DNA sequences containing mutations that appear on lineages leading to many
members of a current population will be more prevalent than sequences on lin-
eages leading to fewer members. Thus the distribution of sequences of SNPs—and
iHS values defined in terms of them—depends on the structure of the tree of lin-
eages leading from earlier ancestors to the present population (figure 2).40 To model
the processes that could produce human genetic data, we can generate likely evo-
lutionary tree structures representing descendant relations between organisms,41

and estimate the probability of mutations per nucleotide and per generation. We
can then use this information to generate realistic distributions of SNP sequences,
adding mutations with probabilities proportional to lineage lengths and the length
of the chromosome (figure 2).42

Like many researchers, Voight et al. generated lineage trees using simulations
based on coalescent models, which are widely used in population genetics (figure
2).43 Unlike so-called forward simulation methods, which model evolutionary time
with simulation time, coalescent simulations model time more abstractly: The part
of the simulation that constructs a tree (or graph) of lineages adds branches in re-
verse order, from the present to the past, by estimating probabilities that two or
more organisms will have a common parent, based on relatively simple but rea-
sonable modeling assumptions concerning evolutionary processes.44 Mutations
are added after the entire tree has been constructed. A coalescent simulation often

40Figure 2 was generated according to a Wright-Fisher model with fixed population size, asexual
reproduction, and no natural selection, using the gray-scale version of lescent (Abrams, 2015).

41This isn’t isn’t a species tree.
42When we add recombination to this scheme, relations between lineages won’t fit into a tree

structure, since segments of token chromosomes from one lineage can be combined with a segments
from those in another lineage, producing a chromosome derived from different branches. However,
we can still use knowledge of the probability of mutations per segment length and per number of
generations to generate realistic distributions of patterns of SNPs on which to calculate iHS values
(Hudson, 1991; Wakeley, 2009; Tavaré, 2003).

43Gillespie (2004, section 2.6) provides an introduction to basic concepts of coalescent theory.
Rosenberg and Nordborg (2002) and Tavaré (2003) do as well, and also introduce coalescent simu-
lations. Good textbooks on coalescent theory include (Hein et al., 2005) and (Wakeley, 2009).

44For example, because there is no natural selection in the basic coalescent model, individual or-
ganisms can be modeled as having no characteristics—they are bare identities—and random vari-
ables for individuals’ numbers of offspring are exchangeable. This allows one to calculate the prob-
ability that two organisms have the same parent in a simple manner from assumptions about pop-
ulation size, without taking into account differences in traits, reproductive success, etc.
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Figure 2: Simplified representation of how lineages contribute to present-day ge-
netic data. Circles at the same height represent organisms in a population at the
same time, with the oldest generation is at the top. Lines represent descent rela-
tions and gray shades represent mutations. Bold lines and circles mark lineages
that contribute to the current population.

produces the same kind of data that a forward simulation would, but runs much
more quickly. (For example, a coalescent simulation might have generated only
the bold nodes and lines in figure 2.)

For each of the three HapMap populations, Voight et al. (2006) performed 1000
coalescent simulation runs with each of several combinations of parameters. The
authors treated the result of a set of 1000 runs based on the same set of parameters
as representing a distribution of possible outcomes under similar historical con-
ditions. For example, to simulate processes likely to have produced the African
genetic dataset, Voight et al. ran 1000 simulation runs eight times. The 1000 runs in
each set used with the same set of parameters, but each 1000-run set used a differ-
ent collection of parameters (varying initial population size, growth rate, number
of generations of growth). These eight combinations of parameters represented
the range of scenarios consistent with what’s known about demographic changes
in the prehistory of African populations. Similarly, to simulate the processes that
produced the Asian genetic data, the researchers performed 17,000 simulation runs,
each set of 1000 runs using a different set of parameters. For the European popu-
lation, there were sixteen different combinations of parameters, and thus 16,000
simulations runs. (There were more parameter combinations for the Asian and Eu-
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ropean populations than for the African population because Voight et al. needed
to model alternative scenarios involving temporarily restricted population size as
humans moved out of Africa (Voight et al., 2006, supplement).)

The majority of Voight et al.’s simulations were “neutral” simulations: They
didn’t include simulated natural selection, so simulated drift, mutation, and re-
combination were the only factors affecting the resulting genetic data. However,
the HapMap data for each real-world population showed many more extreme iHS
values than did the simulated data for the population. Thus, Voight et al. con-
cluded that extreme iHS values were unlikely without natural selection, and that
these patterns in the HapMap data were in fact evidence for natural selection on
regions of the human genome during the last few tens of thousands of years.

4.3 Implications

In this section, I argue that the way in which Voight et al. (2006) used computer
simulations, according to a pattern that’s commonly taken for granted in evolu-
tionary biology, shows that there are causal probabilities involved in evolutionary
processes such as random drift and natural selection. This is an argument from com-
mon scientific practice: If a pattern of practice is commonplace and widely assumed
to be useful within a science that seems to be successful, it’s reasonable to think
that assumptions implicit in this practice are probably correct. That’s a defeasible
inference, but the burden of proof is on those who want to argue that implications
of a widely successful scientific practice are incorrect.45

Chance setups in simulations First, each of the simulation runs can be viewed as
a trial of a chance setup: Voight et al.’s simulations consisted of physical processes
running on particular computers;46 the chance setup is the computer with its ini-

45There are also other, more direct arguments for conclusions closely related to mine, e.g.
(Abrams, 2012a,b, 2013; Huneman, 2012, 2013, forthcoming; Millstein, 2006; Northcott, 2010; Ram-
sey, 2006; Reisman and Forber, 2005; Forber and Reisman, 2007; Shapiro and Sober, 2007; Sober,
2013).

46I’m taking computer simulations to be similar to concrete models, such as animal models (e.g.
mice) that are used in experiments designed to learn about human genetics. This view that sim-
ulations are in many respects like experiments is defended by Winsberg (2010). More specifically,
Voight et al.’s (2006) use of simulations is an instance of the kind of “weak simulations” (Huneman,
2014) that are designed to test a hypothesis for which relevant data is difficult to collect. Huneman
argues that weak simulations represent what they do partly by realizing causal processes isomor-
phic to real-world causal processes—as I claim, for Voight et al.’s simulations. (It might be necessary
to extend Huneman’s account slightly for this case; his suggestion that weak simulations merely
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tial state at the time when the simulation software, ms (Hudson, 2002), is ready to
run with a particular set of parameters.47 This software uses a random number
generating algorithm. It’s reasonable to assume that there is some interpretation of
probability that characterizes the sense in which such a random number generator
running in a computer realizes probabilities. After all, random number genera-
tors can be used interchangeably with the sorts of devices to which interpretations
of probability apply uncontroversially.48 Now, since ms is a computer program,
all of its probability-quantity-realizing properties are surely manipulable. The ms
software allows the user to modify the probabilities of outcomes by altering param-
eters passed to ms; other manipulations may be possible by modifying the source
code of ms or the source code of the random number generator that it uses. Thus
condition 1 in the definition of “causal probability” seems to be satisfied for the
probability-quantity-realizing properties of the chance setup.

By running ms 1000 times for each set of parameters, Voight et al. (2006) pro-
duced a 1000-element distribution of outcomes in the form of 1000 genetic datasets
for each set of parameters. The researchers assumed that each distribution reflected
the probabilities of producing similar genetic data, by evolutionary processes with
properties similar to those represented by the parameters. Presumably, modifying
other probability-quantity-realizing properties would have produced other proba-
bilistic patterns. Thus condition 2 seems to be satisfied for the probability-quantity-
realizing properties of the chance setup. It’s therefore plausible that the ms program
running on Voight et al.’s computers provided chance setups for repeated trials,
and that the probabilities of genetic data patterns realized in these setups were
causal probabilities. I’ll assume this in what follows.

provide “candidate explanation[s]” (Huneman 2014, p. 76) may give a misleading view of cases like
this one, in which the theory and data on which the simulations are based is very well-established.)

47ms can be run by a command at a command prompt with parameters specified on the command
line or in a file. Thus, for example, the chance setup for a particular simulation run might be the
computer after the ms command and parameters have been typed in but before the scientist has hit
the Enter key.

48Of course random number generators are deterministic, but for all we know, so is coin tossing,
even if we include the physiological state of a coin tosser in the chance setup. It’s true that even
very good random number generating algorithms will eventually repeat patterns after a very long
series of trials, for example (Park and Miller, 1988). My assumption that some interpretation of
probability applies to a program depending on the operation of a random number generator would
be warranted only those cases in which the random number generator is used appropriately within
the limits of its capabilities. Readers who doubt that an interpretation of probability applies to
algorithmic random number generators might take my arguments to apply to an alternative set of
simulations in which random numbers are generated by a person tossing a coin.
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What was modeled? Note, though, that the reason that Voight et al. performed
the simulations was in order to investigate processes in the world that were thought
to be structurally analogous to those in the simulations. More specifically, each set
of 1000 simulation runs with the same parameters should be viewed as a model of
a possible evolutionary process for a human population (Giere, 1988, 2004; Wins-
berg, 2010; Weisberg, 2013; Huneman, 2014). For each of the three populations that
Voight et al. investigated, there was a collection of between eight and seventeen
sets of 1000 runs, each collection designed to simulate plausible histories of one of
the three populations, reflecting the range of possible historical scenarios within
which the actual history of each population was thought to be found.

It appears that Voight et al. implicitly took evolutionary processes of actual hu-
man populations to be chance setups, and took the chance setup in each 1000-run
set to represent a chance setup for one possible history leading up to the actual
genetic data for a given population. Otherwise, it’s mysterious why simulating ge-
netic data repeatedly with a given set of parameters would have any relevance to
the real-world genetic data; the point of doing 1000 runs was to display evidence
for probabilities of outcomes. The distribution of outcomes in each set of 1000 runs
thus represented the probabilities of outcomes for one possible history with condi-
tions like those represented by those runs parameter set. Further, each collection
of eight (Africa), sixteen (Europe), or seventeen (Asia) sets of 1000 runs therefore
provided a representation of probabilities for one of the actual populations from
which real genetic data had been sampled.

Argument from practice More specifically, each set of 1000 runs was intended
show what the probabilities of extreme iHS values would have been for an evolu-
tionary process that a human population would have experienced, had there been
no natural selection: Because Voight et al. manipulated these distributions by al-
tering parameters intended to model what was known about the demographic his-
tories of Sub-Saharan African, Asian, and European populations, they apparently
thought that probabilities of outcomes in the world depended on the values of cer-
tain variables in roughly the same way that probabilities of outcomes in simulations
do. None of the preceding would make sense unless the researchers thought that
probabilities in real-world processes were in principle manipulable in a way that
was analogous to the way in which those in the simulations were able to be manip-
ulated. If I’m right that Voight et al. implicitly assumed that real world probabilities
could be manipulated in the same way as probabilities in simulations, and if this
assumption was correct, then since the probabilities in the simulations were causal
probabilities, the real world probabilities that they modeled were causal probabil-
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ities as well.
If we make the defeasible supposition that these assumptions by Voight et al.

were warranted, as seems plausible because the assumptions seem to be part of
successful scientific practice, we have reason to think the real-world processes in-
volved causal probabilities—which were modeled by the causal probabilities in the
simulations.49 The literature in evolutionary biology makes it clear that this pat-
tern of scientific practice, in which distributions of outcomes from simulations are
manipulated in order to learn about probabilities of real-world outcomes, is widely
taken for granted within empirically oriented research in evolutionary biology (see
note 36). Thus, I claim, successful assumptions and practices embedded in con-
temporary evolutionary biology support the view that evolutionary outcomes are
governed by causal probabilities.

Scope of the conclusion This point applies to natural selection, among other
things. Most of Voight et al.’s simulation runs only represented neutral evolution-
ary processes, without natural selection.50 However, given their conclusion that
extreme iHS values were evidence of natural selection, because such values were
rare in outcomes of the runs, Voight et al. surely thought that if their simulations
had modeled natural selection, extreme iHS values would have been more preva-
lent in their data. Thus, though the simulations I’ve described didn’t model natu-
ral selection, it seems clear that the arguments given immediately above could be
made for simulations involving natural selection that might have been performed,
in principle.

My arguments are intended to show that there are causal probabilities of out-
comes (e.g. of statistical patterns of iHS values) realized in populations, without
any implications about which interpretation(s) of probability apply to evolution-
ary processes, nor about whether those probabilities are at bottom causal probabil-
ities concerning states of populations rather than concerning outcomes for lower-
level entities that mathematically combine into causal probabilities for population
states.51 The conclusions of section 3.3 constrain the possible relationships between
these probabilities, however. Elsewhere I’ve argued that the view that evolutionary

49I also think Voight et al.’s assumptions justified by inferences from past successes with similar
methods, but I won’t argue for that point here.

50At the time that Voight et al. (2006) did their research, coalescent simulation software couldn’t
represent both natural selection and population size changes. Voight et al. used the SelSim package
(Spencer and Coop, 2004) to simulate natural selection for the African population, which wasn’t
thought to have experienced extreme size fluctuations.

51See section 2.4 and e.g. (Brandon, 1990; Millstein, 2006; Abrams, 2012b; Sober, 2013; Matthen
and Ariew, 2002, 2009; Matthen, 2010; Walsh, 2007).
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probabilities derive from probabilities concerning outcomes for token organisms is
probably incorrect, or at the very least incomplete,52 but the present argument has
no such implication.

Natural selection as cause In section 2.3, I suggested that (Walsh et al., 2002)
might have treated claims about probabilities in physical systems as if interpre-
tations of probability that could define those probabilities were irrelevant to argu-
ments about whether natural selection is a cause. I suggested that in fact, whether
natural selection is a cause depends on the nature of the probabilities that are at
its core. What kind of probabilities are the ones that play essential roles in natural
selection? I’ve now provided a partial answer to this question. I’ve argued that
it’s plausible that natural selection is a cause of evolution in that it depends essen-
tially on causal probabilities—those that can be described by causal interpretations
of probability.

The details of this picture depend on one’s account of natural selection and
fitness. Here is a sketch of one possible approach, which combines ideas from
(Abrams, 2009a,b, 2012b, 2014): Natural selection includes, at the very least, dif-
ferences in fitness between heritable types present in a population at an initial time
𝑡0. The fitness of a heritable type is a mathematical function of a probability distri-
bution53 over numbers of descendants of possible tokens of the type after 𝑡𝑒 years,
for a particular 𝑡𝑒. If these are causal probabilities that are realized by the herita-
ble type in combination with general properties of all members of this population
and properties of the environment, then, for example, modifying the heritable type
or the environment can change fitnesses. This would mean that the probabilities
have changed, too, and since these are causal probabilities, the frequencies of de-
scendants of members of the population after 𝑡𝑒 years would often change as well
as a result of the change in the fitness differences.

5 Conclusion

In this paper, I gave a detailed definition of a concept of causal probability that
I had briefly sketched in Abrams 2012a, and clarified relationships between in-
terpretations of probability. I applied this concept of causal probability to a use
of simulations in applied population genetics, and argued this example provides
evidence for the claim that evolutionary processes such as natural selection and

52See (Abrams, 2007, 2009a, 2012b, 2014); see also (Ariew and Ernst, 2009)
53Not an actual frequency distribution.
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drift are causes of evolution. More generally, although the arguments in this pa-
per focused on evolutionary biology, it should be clear that the concept of causal
probability has much broader application, and may be of interest in other areas of
philosophy of science.

A chance setup realizes causal probabilities, roughly, when it’s possible to ma-
nipulate the probabilities by manipulating some of the properties of the chance
setup that realize them, and thereby manipulate patterns of relative frequencies in
such a way that they approximately match the probabilities much of the time. The
probabilities defined by some interpretations of probability are causal probabilities;
others are not. Moreover, in some situations involving complex chance setups, it’s
possible to infer, from the claim that certain chance setups realize causal probabil-
ities, that others do as well. This fact, which derives from the particular way that
causal probability is defined, is one of the features that sets causal probability apart
from from Lyon’s (2011) concept of deterministic probability, or from the general
concept of non-frequency, objective chances. Further, some interpretations of prob-
ability designed to make sense of chance don’t seem to define causal probabilities.

I argued that evolutionary biologists sometimes use computer simulations rooted
in population genetics to estimate probabilities of outcomes of real-world evolu-
tionary processes, and to determine whether natural selection has occurred (among
other things). The way in which probabilities and frequencies in these simulations
are manipulated shows that the probabilities are causal probabilities. Moreover,
the role that these computer simulations play in successful scientific practice shows
that evolutionary processes also seem to involve causal probabilities. This supports
the view that natural selection is a causal process, in the sense that it is a process
that can be defined in terms of the latter causal probabilities, and in that the out-
comes that result from natural selection can be manipulated by manipulating the
properties that realize those probabilities.

The view developed in this paper suggests that what Walsh (2007; 2010) claims
are merely ”statistical” properties in evolution are not merely statistical or merely
mathematical, but inherit causal properties from the systems that realize them. A
similar point applies to Walsh et al.’s (2002) claim that outcomes of sampling don’t
depend on causal factors: These outcomes may in fact depend on causal factors,
if the “statistical structure of the population” (Walsh et al. 2002, p. 454) involves
causal probabilities. However, my hope is that the ideas developed in this paper
will provide a conceptual framework that allows both causalists and statisticalists
to incorporate, or at least better understand, what is correct about each side’s views.
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