
1 
 

From the Routledge Handbook of Philosophy of Mechanisms, eds. Stuart Glennan and Phyllis Illari, in press. 

Chapter 13 

Probability and chance in mechanisms1 

Marshall Abrams  

1. Introduction 

Though many authors recognize that mechanisms can involve stochasticity, there’s been little 

discussion about the nature of the stochastic relationships in mechanisms. I try to elucidate some 

issues that arise with stochastic mechanisms and propose new ways of thinking about them. I’ll 

focus mainly but not exclusively on what I call recurrent mechanisms—token mechanisms that 

operate in a similar manner at different times, or mechanism types that have many instances that 

operate in a similar manner. Scientists’ uses of “mechanism” seem to refer primarily to these 

mechanisms, which have also been the main focus of recent discussions of mechanistic 

explanation by philosophers.  

Probability-related terminology varies greatly.  I’ll use “stochastic” for anything that seems at 

least vaguely probabilistic, or chaotic, or erratic, or merely not guaranteeing specific outcomes, 

etc. “Probability,” “probabilistic,” “chance,” and “random” will refer to things that involve a 

particular probability distribution, whether known or not. Thus, random behavior is always 

stochastic, as is erratic behavior (defined below); the converse doesn’t hold.  

I begin in part 1 with a description of part of the mechanism of bacterial chemotaxis, which 

provides an illustration I use throughout the chapter, and then make some general remarks about 

roles for probability in mechanisms. The rest of the chapter is somewhat arbitrarily divided into 
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two sections (parts 2 and 3), focusing on metaphysical and epistemological issues. Under 

metaphysics I include a brief general discussion of interpretations of probability, and a section in 

which I argue that those interpretations of probability relevant to the functioning of mechanisms 

are usually what I call causal probability interpretations. I also suggest that some stochasticity in 

mechanisms might not involve probabilities per se, but could instead involve what are known as 

imprecise probabilities. The epistemology section discusses various strategies for modeling 

probabilistic mechanisms, as well as evidence for probabilities in mechanisms.  I conclude in 

part 4 with a discussion of non-recurrent mechanisms.  

 

Chemotaxis in E. coli: The following simplified sketch of Escherichia coli’s chemotaxis 

mechanism2 will help to clarify ideas below and suggest their connection to scientific practice. 

Unfamiliar terms in this section can be treated as names for roles I’ll describe.  

Each E. coli bacterium has several flagella that allow it to swim toward beneficial substances and 

away from detrimental substances by sensing chemical gradients in water. In what I’ll call pushy 

motion, flagella push in toward the body and soon wrap together into a bundle at the rear of the 

bacterium, pushing it forward. In tumbly motion, flagella turn in the other direction, pulling away 

 

Figure 13.1: Schematic diagram showing some elements (entities and activities) 
involved in E. coli chemotaxis. Flagella are in their “pushy” state. See text. 
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from the cell membrane and causing the bacterium to tumble stochastically. These two states 

alternate roughly once per second. By swimming for longer periods when pointed in the 

direction of increasing aspartate, for example, and swimming for shorter periods otherwise, the 

bacterium makes overall progress toward greater concentrations of aspartate. This is a good 

strategy because bacteria are so small that Brownian motion repeatedly knocks them off course. 

The duration of pushy motion is controlled by several receptors embedded in an E. coli’s cell 

membrane.  

For example, the Tar receptor responds to gradients in aspartate concentrations. Tar receptors in 

what’s called the “active” state facilitate the phosphorylation of CheY molecules. 

Phosphorylated CheY molecules can bind to structures on the flagellar motor, increasing the 

chance that the flagellum will switch from its default pushy rotation to tumbly rotation. An active 

Tar receptor thus reduces the probability that directional movement will persist. The probability 

that a Tar receptor is in the active state is in turn a function of (a) the number of aspartate 

molecules bound to external sites on the receptor, and (b) the number of methyl groups bound to 

methylation sites on the internal side of the receptor. When there is a balance between the effects 

bound aspartate molecules and effects of filled methylation sites, the receptor is more likely shift 

to its active, CheY-phosphorylating state. An excess of bound aspartate molecules makes the 

receptor more likely to shift to its inactive state. Because bound methyl groups accumulate 

somewhat slowly, a balance between the two kinds of bindings means that there hasn’t been a 

recent increase in the number of bound aspartate molecules on the outer side of the receptor. (I 

won’t discuss the process by which methyl groups are removed from the receptor.) In sum, when 

there is an increase in the number of aspartate bindings, this initially prevents the active state, 

allowing pushy rotation to persist. However, unless there is a continuing increase in the number 
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of aspartate bindings, methylation will gradually counteract effects of the unchanging aspartate 

bindings, tending to cause the receptor to xswitch to its active state, and increasing the chance of 

the flagella switching to tumbly rotation. All of these processes seem to be stochastic: given a 

certain number of aspartate bindings, bound methyl groups, etc., whether and when these 

processes occur varies from instance to instance, even within a single bacterium.3  

Stochastic mechanisms: Machamer, Darden, and Craver (2000) (MDC) defined “mechanism” 

in this way:  

Mechanisms are entities and activities organized such that they are productive of 

regular changes from start or setup to finish or termination conditions. (Machamer 

et al. 2000, p. 3) 

Roughly, entities are things—Tar receptors, CheY molecules, etc.—and activities are what they 

do—phosphorylation, movement of CheY molecules, etc. The activities associated with an entity 

can involve changes in that entity, as in the case of flagellar rotation, or in other entities, as in the 

effect of a methyl group on the state of the Tar receptor to which it is bound.  

MDC also wrote that:  

Mechanisms are regular in that they work always or for the most part in the same 

way under the same conditions. (Machamer et al. 2000, p. 3, emphasis added) 

MDC’s discussion implies that activities whose setup conditions occur have (at least) a very high 

probability of occurring. In the case of the E. coli chemotaxis mechanism, we might think of the 
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setup condition for the mechanism as an increase in the number of aspartate molecules binding to 

it, resulting in the Tar receptor remaining in its “inactive” state for longer.  

It’s now pretty clear that MDC-like views must be modified to allow for activities with 

probabilities far from 1.4  The question of how probable activities must be was partially 

motivated by questions about whether natural selection counted as a mechanism (see chapter 23), 

but some of the examples that have been central to philosophical discussion of mechanisms in 

recent years turned out to be probabilistic (or at least stochastic). For example, Craver (2007, p. 

68), discussing a mechanism that leads to a certain kind of increase in neuronal efficiency, notes 

that it seems to be successful no more than about 50 per cent of the time. My discussion of E. 

coli below provides another illustration. (I’ll emphasize causation as relevance, i.e. difference-

making, rather than production simply because probability is not only about what actually 

happens, but about what might happen, and because, as we’ll see, scientific investigation of 

probabilistic mechanisms routinely involves relevance.) 

I assume that scientists have some flexibility in what they treat as entities and activities of 

particular token mechanisms: Scientists model mechanisms, and different models can 

characterize different components of the same token mechanisms, or do so with different degrees 

of approximation (see Chapter 17). Claims about probabilities in a mechanism are then relative 

to a model that picks out certain ways of decomposing it. Since my focus is primarily on 

probabilities in the mechanism itself—i.e. in the world—I’ll treat models as specifying aspects of 

the world about whose probabilities we then inquire.  

Activity probabilities: Given a model of a mechanism that specifies its entities and activities, 

we can ask about the probability of an activity producing certain changes in entities; I’ll call such 
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changes outcomes, and I’ll call this probability an activity outcome probability, or more simply 

an activity probability. A prima facie different question concerns the probability of one activity 

occurring rather than another. This probability of activity occurrence may be equivalent to a 

probability of a change in an entity, or the probability of multiple entities interacting in a 

particular way. For the sake of a simpler, more unified discussion below, if there are probabilities 

for alternative activities ϕi to occur, I’ll treat the process that determines which ϕi it is that occurs 

as itself an activity. Then the occurrence of one of the different ϕi’s are this activity-determining 

activity’s outcomes, and we can talk about its own activity probability. (Where there is only a 

single activity that may or may not occur, we can treat its non-occurrence as a kind of null 

activity.) 

 

Figure 13.2: Three entities S, X, and T, and two possible activities ϕ1 and ϕ2 that 

might produce changes in X and T when caused to occur as a result of changes in 

S and X, respectively. 

I’ll restrict my focus to activity probabilities in the preceding sense, but some authors discuss the 

probability of a mechanism as a whole exhibiting a particular behavior or phenomenon (e.g. 

DesAutels 2015, Andersen 2012, Krickel forthcoming). This is the probability of exhibiting 

particular termination conditions given particular setup conditions. However, the probability that 

a mechanism produces termination conditions given setup conditions reduces to activity 

probabilities and facts about the mechanism’s structure. Consider, for example, a simple 

mechanism with (a) startup conditions represented by variable S taking the value s, (b) an entity 
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X in one of two states x1 or x2, and (c) two possible termination conditions t1 and t2, represented 

as values of a variable T. Suppose there are two activities ϕ1 and ϕ2 that may or may not occur 

(figure 13.2). If we simplify part of the E. coli chemotaxis mechanism described above, the result 

would be a mechanism of this form: Let S = s represent the presence of an additional methyl 

group at one of a Tar receptor’s methylation sites, X = x1 represent the Tar receptor remaining in 

its “active” conformation, and T = t1 represent a flagellar motor with a bound CheY molecule. ϕ1 

could then represent the processes by which the Tar receptor changes from its active shape to 

inactive shape, and ϕ2 could represent the complex activity consisting of a CheY molecule 

becoming phosphorylated, moving from the Tar receptor to a flagellar motor, and binding to the 

motor.  

If we assume that both activities will occur, the probabilities in this model are as follows:  

1. For ϕ1: S being in state s results in X being in either state x1 or state x2 with probabilities 

P(X = x1|S = s) and 1 - P(X = x1|S = s) and respectively.  

2. For ϕ2: X being in one of its states results in one of two termination states t1 or t2. The 

probability of t1 is either P(T = t1|X = x1) or P(T = t1|X = x2), depending on whether X is 

in state x1 or x2 (independent of S’s state). The corresponding probabilities of t2 are 1 - 

P(T = t1|X = x1) and 1 - P(T = t1|X = x2). 

Then the probability P(T = t1|S = s) that T is in termination state t1, rather than t2, given that the 

mechanism begins operation (i.e. S = s), is the sum of the probabilities of the internal pathways 

that can lead to T being t1. For example, the probability that T ends up in t1 via X being in state x1 

is the product of the probability that X comes to be in x1 and the probability of t1 given x1: P(T = 
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t1|X = x1)P(X = x1|S = s). The probability of the mechanism as a whole exhibiting end state T = 

t1 given startup condition S = s is: 

P(T = t1|S = s) =  

 P(T = t1|X = x1)P(X = x1|S = s) + P(T = t1|X = x2)P(X = x2|S = s)        (13.1) 

This simply follows mathematically from the above assumptions. Analogous computations for 

more complex mechanisms will, of course, be different, but the fact remains that probabilities of 

termination conditions given setup conditions are a function of activity probabilities. Thus, 

focusing solely on activity probabilities below will allow us to understand setup-to-termination 

probabilities as well. Exceptions, mentioned below, concern cases in which an interpretation of 

probability defines higher-level probabilities in ways that allow some variation in lower-level 

probabilities (Abrams 2015), or when there are activities affecting the mechanism that are not 

considered to be part of that mechanism.  

I also discuss probabilities involved in constitutive relationships below.  

2. Metaphysics 

If it’s not necessary that mechanisms “are regular in that they work always or for the most part in 

the same way under the same conditions” (Machamer et al. 2000, p. 3), then what is the 

difference between what are usually called mechanisms in science, and mere happenstance? I 

won’t be able to do justice to several very valuable proposals. For example, Andersen (2012) 

proposes that mechanism-hood may be a matter of degree, depending, for example, on the 

frequency or probability of certain activity outcomes. Baetu (2013) argues that to be understood 



9 
 

as a mechanism a system must at least be regular enough—in the sense that activities occur and 

succeed with a certain relative frequency—that repeated interventions are possible. Krickel 

(forthcoming) argues that the regularity of an overall mechanism must be such that the 

phenomenon it explains occurs as a result of its operation more often than other outcomes, or 

that the phenomenon is brought about more often by that kind of mechanism than by others. I 

suspect that the degree and kind of regularity needed for mechanism-hood may also depend on 

other aspects of research contexts (cf. Abrams 2012a), even if it turns out that as a general rule of 

thumb, larger probabilities explain better than smaller probabilities (Strevens 2000).  

Nevertheless, I think that we can get some insight about the nature of stochastic mechanisms by 

asking questions about the nature of activity probabilities. Are there constraints on the character 

of activity probabilities in order for a system to count as a mechanism—even if some 

probabilities represented in models of mechanisms need not correspond to reality?  

Determinism and interpretations of probability:  It will be helpful to begin with a few points 

about interpretations of probability. Mathematical probability is defined by a set of axioms (e.g. 

Grimmett and Stirzacker 1992), and anything that satisfies these axioms counts as probability. At 

a minimum, we need a set Ω of basic elements and a set of subsets (“outcomes”) of Ω closed 

under unions and intersections. A probability measure P is any function that assigns 1 to Ω, 0 to 

the empty set, and such that P(A �  B) = P(A) + P(B) when A and B are disjoint subsets of Ω. An 

interpretation of probability is (supposed to be) a specification of a way that a set of properties 

realized in a part of the world (a “chance setup”) can satisfy probability axioms. Some of these 

properties must also determine the numerical values of probabilities according to the 

interpretation. I’ll assume familiarity with several well-known interpretations of probability: 
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Bayesian credence, finite frequency, single-case propensity, long-run propensity, and Best 

System analysis probabilities (e.g. Hájek 2012, Earman 1992, Eagle 2004, Berkovitz 2015, 

Lewis 1980, Hoefer 2007).  

 

Figure 13.3: A croupier’s initial velocity distribution for a wheel of fortune. x-axis: 

angular velocity. y-axis: frequency or probability of spins at that velocity. Black 

regions: overall frequency or probability of spins resulting in the black outcome; 

gray regions represent the same thing for the red outcome. This distribution is for a 

wheel with black wedges that are twice as large as red wedges, which is why black 

regions are twice as wide as gray regions. 

It’s worth mentioning recently developed “complex causal structure” (CCS) interpretations (e.g. 

Rosenthal 2010, 2012, Strevens 2011, Abrams 2012b, Beisbart 2016). While single-case 

propensities are often viewed as requiring fundamental indeterminism, as is thought to be present 

when quantum mechanical effects dominate a process, long-run propensities and CCS 

probabilities are usually viewed as consistent with either determinism or indeterminism. Indeed, 
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one of the motivations for these interpretations is to develop a conception of objective 

probability that can underpin references to probability in higher-level processes that supervene 

on (nearly-)deterministic lower-level processes.5 CCS probabilities seem particularly relevant to 

mechanisms such as those studied in molecular biology, because it’s plausible that molecules 

interacting in fluids often realize the kind of causal structure on which CCS interpretations are 

based. Ignoring important subtleties of different CCS interpretations, the key idea is that some 

complex activities map input entity states to outcome states in such a way that small changes in 

input states easily lead to large differences in outcomes.6 For example, a wheel of fortune7 can be 

viewed as part of a mechanism in which a croupier’s activity initiates an activity by which initial 

angular velocities are mapped to outcomes (red, black) in such a way that a small difference in 

velocity would cause a red rather than black outcome. Figure 13.3 shows that unless a croupier 

were able to impart velocities significantly more often in very narrow regions of the input space, 

the shallow slope of the input distribution curve over any small contiguous region containing 

velocities leading to red and black means that the relative frequencies of spins leading to red and 

black within that region will be roughly equal to the relative widths of the intervals along the 

velocity (x) axis. Since this is true throughout the input space, frequencies will be close to ratios 

between wedge sizes. CCS interpretations use this insensitivity of frequencies to variation in 

input frequencies to define interpretations of probability. Complex interactions between 

numerous swiftly moving molecules in fluid probably give rise to an analogous causal structure 

for many outcomes (cf. Strevens 2003, 2013). (CCS interpretations are not without serious 

challenges, but neither are the well-known interpretations mentioned above.)  

Activity probabilities as causal probabilities: Despite the diversity of mechanisms in the 

world, their character and the way in which they are studied generally places constraints on what 
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interpretations of probability are suitable as analyses of activity probabilities. Investigation of 

mechanisms typically involves interventions, manipulating either entities or activities and 

measuring resulting changes (Craver 2007, DesAutels 2011, Baetu 2013). When activities are 

stochastic, what must be measured are the effects of the intervention on frequencies of outcomes 

(Baetu 2013). This is true whether we are concerned with a token mechanism examined over 

time or a class of similar mechanisms. If we view these manipulable frequencies as depending on 

probabilities realized in the mechanism, then any account of what activity probabilities are must 

allow that manipulating probabilities—by manipulating properties that realize them—can also 

manipulate frequencies. In particular, manipulating the probability of outcome A should usually 

produce frequencies of A that are close to its probability. That manipulating probabilities 

manipulates frequencies in this way is true only for some interpretations of probability; I call 

such interpretations causal probability interpretations, and the probabilities they define causal 

probabilities (Abrams 2015). (This is a difference-making sense of “causal.”)  

Causal probability is not an interpretation of probability, but designates a property that applies to 

probabilities defined by some interpretations but not others. Causal probability supervenes on 

such interpretations. Causal probabilities can at least partially explain frequencies, in that the 

probabilities, as realized in the chance setup, partially control the frequencies. However, it’s not 

required that a causal probability of an outcome always be roughly equal to its frequency in a 

large number of trials. That’s just what usually happens. Despite the need for philosophical work 

on such claims, the vague idea that frequencies are usually roughly equal to probabilities, and 

manipulable by the means for manipulating probabilities, is implicit in assumptions that are 

widespread in successful science (Abrams 2015).  
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Which interpretations are causal probability interpretations? Notice, for example, that 

manipulating a person’s credence that tosses of a coin will produce heads needn’t affect 

frequencies of heads in tosses of that coin. Since manipulation of credences needn’t affect 

frequencies, credences are not causal probabilities. Finite frequencies aren’t causal probabilities 

either; in this case the probabilities are the frequencies, so there is nothing further that can be 

affected by manipulating probabilities. Single-case and long run propensities are plausibly causal 

probabilities, however. Consider the chance setup that consists of checking whether a particular 

Geiger counter clicks during any given minute in a particular day, with the possible outcomes 

click, no click. Suppose that the probabilities of these outcomes are single-case propensities. We 

can manipulate both this propensity and the usual frequencies of click by changing the 

radioactive substances that are near or in the Geiger counter, so such propensities are causal 

probabilities. CCS probabilities are also plausibly causal probabilities. For example, by 

manipulating the sizes of wedges on a roulette wheel, we can manipulate the probability of red 

as well as (usually) its relative frequency.  On the other hand, Best System Analysis probabilities 

may not be causal probabilities if manipulating probabilities in a Best System just is 

manipulating frequencies in certain ways.  

Causal probability helps to resolve a potential problem arising when different interpretations of 

probability apply to distinct activities in the same mechanism. Consider the activity probabilities 

involved in E. coli chemotaxis. These probabilities would usually be thought to be due to the 

statistical mechanical process of Brownian motion, which causes molecules to move rapidly 

through the cytoplasm (intracellular liquid) in a stochastic fashion. This is true of transitions 

between the active and inactive conformations of the Tar receptor as well (Hoffmann 2012, ch. 

4). Quantum mechanical effects in this transition are small enough that they are difficult to 
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calculate (Kuriyan et al. 2013, ch. 6). Nevertheless, suppose it turned out that probabilities for 

active/inactive state shifts were quantum mechanical (cf. Jeknić-Dugić 2009, Luo 2014), and that 

they should be understood as propensities. Suppose that other chemotaxis activity probabilities, 

such as the probability of a CheY molecule becoming phosphorylated and subsequently binding 

to a flagellar motor, were CCS probabilities. We can capture this distinction by treating the 

probabilities on the right-hand side of equation (13.1) as being of different kinds. What is the 

nature of the overall probability P(T = t1|S = s) of a CheY molecule binding to the flagellar 

motor given the Tar receptor’s new aspartate binding? It appears to be some kind of weird 

mixture of propensity and CSS probabilities.  Note that it won’t do to say that P(T = t1|S = s) is a 

single-case propensity simply because single-case propensities are more fundamental if, as is 

often assumed, single-case propensities depend on all factors that might affect what happens 

(Berkovitz 2015). This would seem to restrict the probability of a CheY-bound flagellar motor to 

values near 0 or 1, since for any particular token bacterium at a particular moment, the future 

movements of molecules would be largely determined by their current spatial relationships and 

states of interaction. Yet our current best understandings chemotaxis treat these probabilities as 

non-extremal.  

The concept of causal probability allows us to sidestep the preceding puzzle in a way that 

captures what is crucial about probability in mechanisms. A complex chance setup consists of 

several chance setups connected in such a way that whether a trial occurs on one or more setups 

depends on the outcome of an earlier trial on another setup (Abrams 2015). This is what a 

mechanism involving probabilistic activities is. For example, we can view the active and inactive 

states of the Tar complex as defining two setups, so that P(T = t1|X = x1) and P(T = t1|X = x2) are 

probabilities relative to two different setups, chosen by an outcome X = xi with probability P(X = 
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xi|S = s). Then the overall probability P(T = t1|S = s) of CheY-flagellar binding given aspartate 

binding is the probability for an outcome of this complex chance setup.  

I argued in (Abrams 2015) that probabilities of outcomes from complex chance setups are causal 

probabilities if all of the probabilities from the component setups are causal probabilities. Since 

each component chance setup allows one to manipulate probabilities and frequencies in a 

generally coordinated way, and since frequencies of trials on later chance setups are controlled 

by frequencies of outcomes of trials on certain earlier chance setups, manipulating any of these 

component probabilities manipulates both probabilities and frequencies for the complex chance 

setup. So if activity probabilities are typically causal probabilities, the probability of a 

mechanism producing a phenomenon, for example, would typically be a causal probability as 

well, regardless of what interpretations of probability apply to the individual component activity 

probabilities.  

Baetu (2013) argues that frequencies of outcomes of activities must be high enough that 

interventions can make an observable difference in frequencies, and Andersen (2012) and 

Krickel (forthcoming) also suggest that whether something counts as a mechanism depends on 

rough limits to the values of probabilities involved in its operation. I suggest that as long as 

activity probabilities are causal probabilities—so that they can make a difference in repeated 

tokenings of activities—a lower limit to probability values would depend on the nature of the 

mechanism and the phenomenon to be understood. Low probabilities can be investigated using 

larger samples, more money, advanced statistical methods, or convergent evidence.  

Erraticity and imprecise probability: Objective probabilities, including causal probabilities, 

are only well-defined relative to (a) a chance setup and (b) a set of outcomes.  Must every chance 
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setup and set of outcomes define a set of causal probabilities?  This seems unwarranted. Suppose 

I devise a way of classifying pieces of paper into three mutually exclusive categories low, 

medium, high according to the percentage of the paper’s mass that consists of ink. Is there some 

causal probability that the average ink level among pieces of paper carried by the next ten people 

seen after reading this paragraph will be high?  I don’t see why there must be. (The question is 

not whether the probability of high is 0 or 1 for the nearly deterministic token process that you 

and your surroundings realize for the next day or two. That process isn’t repeatedly realizable.  

Instead think of the chance setup here as analogous to a coin toss, realized every time someone 

reads the paragraph.)  

This example suggests that not all chance setups must give outcomes causal probabilities of 

some kind. Perhaps for some setups, outcomes are erratic (Hájek and Smithson 2012): Their 

frequencies have none of the systematicity that probabilities usually produce.   The processes 

that produce them exhibit erraticity.  For example, for all I know it may be that for a given strain 

of E. coli, there is a determinate probability that the number of Tar receptors will lie within a 

certain range, but the precise number of receptors within that range is erratic. This is not to say 

that there would be no reason at all for erratically produced outcomes in particular tokenings of 

the chance setup. In every single trial, these outcomes might be the result of a deterministic 

course of events, or might have single-case propensities close to 0 or 1, for example. However, 

where outcomes are erratically produced, the setup type and the outcomes are not such that 

realizations of it would usually exhibit the kind of systematicity that’s typical of outcomes that 

have causal probabilities.  
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We can also consider a kind of systematicity intermediate between causal probability and pure 

erraticity. Causal imprecise probability exists, for example, when an erratically determined 

outcome X = x in turn determines which of several different chance setups, with different 

probability distributions, will give rise to a subsequent outcome Y = y. For this complex chance 

setup, the imprecise probability of Y can be defined by the set of precise probabilities for Y that 

the value X might determine. In (Abrams MS) I provide details of this proposal.8 Suppose, for 

example, that the number of Tar receptors in bacteria of a strain of E. coli is erratic as above, but 

that each number of Tar receptors defines a different probability distribution over frequencies of 

phosphorylated CheY molecules for a given aspartate gradient. Then it would turn out that for 

this E. coli strain, some of the activities that lead to production of phosphorylated CheY would 

involve imprecise probabilities, neither fully probabilistic nor fully erratic.  

In order for a mechanism to generate characteristic phenomena, not all of its activities need to 

involve (precise) probabilities. Biological and other mechanisms often involve entities and 

activities that are robust to variation in those entities and activities that produce them (Wagner 

2005, Hermisson and Wagner 2004; cf. Wimsatt 1980, 2007). For example, average values of 

certain activities in the E. coli chemotaxis mechanism seem to be robust to some variations in the 

chemical composition of a bacterium (Barkai and Leibler 1997, Alon et al. 1999, Yi et al. 2000). 

Where this kind of robustness exists, a mechanism can function in a normal manner whether or 

not causally prior activities involve probabilities, imprecise probabilities, or full-fledged 

erraticity, as long as these activities’ outcome frequencies tend to remain within certain ranges.  

Note however that imprecisely probabilistic activities can be modeled using probabilities when, 

for each outcome of an activity, all of the precise probabilities in the set that makes up the 

outcome’s imprecise probability have similar values.  



18 
 

3. Epistemology 

Modeling probabilistic mechanisms: Once we start thinking of mechanistic activities as 

probabilistic, it’s natural to wonder whether Bayesian network models can provide a general way 

of modeling the causal structure of mechanisms. These models are defined in terms of 

mathematical assumptions about probabilistic relationships represented by arrows between nodes 

or variables (Pearl 2009, Spirtes et al. 2000). For example, figure 13.2 and the assumptions about 

probabilities that I specified for it made it a representation of a Bayesian network. However, 

many mechanisms involve causal cycles (Bechtel 2011, Bechtel and Abrahamsen 2005). 

Bayesian networks can’t directly represent cycles, but the framework can be extended to model 

causal cycles, though in slightly unnatural ways (Clarke et al. 2014, Gebharter and Kaiser 2014, 

Gebharter and Schurz 2016). Further, cyclic processes (such as those involved in the E. coli 

chemotaxis mechanism) can involve activities for which timing is important (Bechtel and 

Abrahamsen 2005, Bechtel 2011, Weber 2016), and current extensions of Bayesian network 

representations seem inadequate for modeling timing (Weber 2016, Gebharter and Kaiser 2014).  

Bechtel (2011) notes that systems of differential equations are often appropriate for modeling 

such cyclic systems, and suggests that other ideas from dynamical systems theory are also useful. 

Differential equations can be used to model probabilistic systems, as Barkai and Leibler (1997) 

did for chemotaxis, but Firth and Bray (Morton-Firth and Bray 1998, Firth and Bray 2001) 

argued that differential equation models such as Barkai and Leibler’s can make inaccurate 

predictions for aspects of intracellular processes that involve small numbers of molecules. Firth 

and Bray developed StochSim, an agent-based model in which “agents” are Tar receptors and 

molecules of several kinds with multiple states (Morton-Firth and Bray 1998, Morton-Firth et al. 
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1999, Firth and Bray 2001). Timing and outcomes of interactions between molecules in 

StochSim are probabilistic, with probabilities represented explicitly in the model. This model 

was able to reproduce several aspects of the empirical data on chemotaxis better than other 

models such as Barkai and Leibler’s, suggesting further investigations.  

Markov process theory also provides a wealth of mathematical tools for representing 

probabilistic processes such as those found in some mechanisms (e.g. Grimmett and Stirzacker 

1992, Bharucha-Reid 1996 [1960]). For example, diffusion process models were originally 

developed to model Brownian motion, which plays a significant role in E. coli chemotaxis. 

Perhaps some Markov process models or computer simulations can capture some of the subtle 

complexity that comes from the role of spatial relationships in some mechanisms, which is 

difficult to capture with Bayesian networks (Kaiser 2016). In any event, we needn’t think that 

there is some one privileged or standard way of modeling mechanisms. Just as there can be 

different sorts of diagrams that are useful for modeling mechanisms—even for modeling the 

same mechanism—there are many different kinds of models that may be useful for modeling 

mechanisms.  

Modeling constitutive relationships: Discussion of mechanistic explanation sometimes focuses 

on ways in which some entities and activities constitute higher level entities and activities (see 

Chpaters 9 and 14). Craver (2007) proposes that constitutive relationships be understood in terms 

of manipulating entities and activities at one level and producing changes in entities at other 

levels. Since this view derives from Woodward’s (Woodward 2003, Woodward and Hitchcock 

2003) account of manipulation, in which interventions can affect probabilities, we can ask 

whether the state of an entity at one level could depend probabilistically on the state of entities 
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that compose it, or vice versa. There has in fact been recent research on ways to extend Bayesian 

networks to represent certain probabilistic constitutive relationships in mechanisms (e.g. Casini 

et al. 2011, Gebharter 2014, Gebharter and Kaiser 2014).  

There is a constraint on such models, unrecognized by those investigating them as far as I can 

see, which seems illuminating in its own right. The properties of an entity X at a higher level 

must supervene on the lower-level entities Yi that constitute it and on the activities ψj involving 

these lower-level entities. Thus, given a specific set of lower-level entities Yi in specific states yj 

involved in specific activities ψk, the properties of the higher-level entity X that the Yi constitute 

are determined. This means that the probability of X having the state constituted by those lower-

level states Yi = yj is equal to the probability of the conjunction of those states. Further, that 

probability is a mathematical function of activity probabilities whose outcomes determine 

whether Y1 = y5 and Y2 = y7, etc. Similarly, a probability that some lower level entities Yi have 

particular states given that a higher-level entity has a particular state X1 = x3 is just the 

probability that lower level activities cause the Yi to have certain states, where the lower-level 

processes are restricted to those combinations of activities that can cause X1 to have state x3.  

These stated identities between probabilities are not merely mathematical; they are identities 

between objective probabilities realized in the mechanism. Thus, probabilities concerning 

constitutive relationships are really activity probabilities. Models that postulate probabilities 

concerning constitutive relationships should be able to address this point.  

Learning about activity probabilities: Background theory and similarity to related mechanisms 

may determine or suggest that certain activities are likely to be probabilistic, and that 

manipulation of conditions alters probabilities and frequencies in a coordinated fashion. For 
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example, a transmembrane receptor in E. coli, the Tsr receptor, is known to have many structural 

and functional similarities to the Tar receptor (Parkinson et al. 2015), so it could be reasonable to 

assume that certain activity probabilities in the Tsr mechanism are similar to corresponding 

probabilities in E. coli. However, background theory or comparison to other mechanisms 

ultimately rests on earlier investigations, and therefore on other methods for learning 

probabilities. A few further details about E. coli chemotaxis research provides illustrations.  

A natural way to measure causal probabilities is to measure how frequencies are manipulated by 

interventions, but this process is not always simple, and background theory can play a role. 

Consider Firth and Bray’s (Morton-Firth and Bray 1998) use of Borkovich and colleagues’ 

results (Borkovich et al. 1989; Borkovich et al. 1992). The Borkovich teams measured 

relationships between aspartate concentrations, numbers of methyl site bindings, and frequencies 

of CheY phosphorylation. These researchers took the last two frequencies to be manipulable both 

by varying aspartate concentrations and by varying methylation states of Tar receptors. The 

researchers didn’t directly measure frequencies of active/inactive shifts in the Tar receptor, but 

background theory on the relationship between the Tar receptor’s active and inactive 

conformations and CheY phosphorylation allowed Firth and Bray to use the Borkovich results to 

estimate probabilities of Tar receptor state changes in their computer simulation. Firth and Bray 

(apparently) assumed that the manipulated frequencies reflected probabilities, but used 

background theory to justify attributing probabilities to outcomes whose frequencies had not 

been measured. The same example also illustrates a role that computer simulations can play in 

learning about probabilities.  
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First note that in a computer simulation, probabilities are modeled using software implementing 

a deterministic random number generating algorithm, but it’s reasonable to assume in such cases 

that there is some interpretation of probability (perhaps yet unknown) in terms of which this 

software can be viewed as realizing a part of chance setup. The simulation doesn’t just model 

probabilities; it realizes them as well (Glennan 1997, Abrams 2015).  

When running their simulations Firth and Bray manipulated parameters so as to manipulate 

probabilities that were derived from the active/inactive switch probabilities. They then analyzed 

patterns of frequencies in results of simulation experiments. Because of the way in which 

frequencies were manipulated by manipulating probabilities, it appears that probabilities in the 

model are causal probabilities. Since these causal probabilities model probabilities in real E. coli, 

the probabilities that Firth and Bray assumed to exist in E. coli appear to be causal probabilities 

as well, with values like those in the simulations (cf. Abrams 2015).9 In this way causal 

probabilities in real E. coli that had not been mathematically estimated from data were estimated 

through inference from a combination of observed frequencies, background theory, and 

computer simulation results.  

Not all probabilities involved in a mechanism or its models must be causal probabilities. 

Sometimes a frequency is just a frequency. For example, one causal factor in bacterial 

chemotaxis is the frequency of sites on a Tar receptor that are methylated at a particular time. 

This is simply a frequency—nothing more. Further, some models incorporate probabilities 

assumed for the sake of convenience or simplicity that are not thought to correspond to any 

probabilities in the world. Firth and Bray’s (1998) chemotaxis simulation incorporated “pseudo-

molecule” software objects that could be used to model spontaneous changes in a single 
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molecule. The number of pseudo-molecules was chosen so that the probabilities of single-

molecule changes would not result in these changes happening at a significantly slower rate than 

interactions between molecules. The probabilities of single-molecule changes in the model were 

not motivated entirely by theoretical or empirical factors; they were adjusted in order to 

accommodate the fact that the simulation modeled parallel, mostly independent activities as a 

sequence of activities which took place one at a time.  

4. Nonrecurrent mechanisms 

So far I’ve focused on recurrent mechanisms, in which the same processes are repeated realized 

either in a token mechanism or in many similar mechanisms. Some authors (Glennan 2009, 

forthcoming, Illari and Williamson 2012) advocate a broad conception of mechanism that need 

not involve the likelihood of recurrence. So defined, entities and activities might be organized in 

an entirely transient manner, and recurrence of such a mechanism could be unlikely. For 

example, Glennan (2009) argues that there is a mechanistic explanation of the literary critic 

Roland Barthes’ accidental death due to being hit by a truck on the way home in Paris. The 

nonrecurrent mechanism that produced Barthes’ death is what Glennan (2009) calls an 

“ephemeral mechanism”, where “the configuration of parts may be the product of chance or 

exogenous factors” and is “short-lived and non-stable, and is not an instance of a multiply-

realized type” (Glennan 2009, p. 260).  

As Glennan (2009, forthcoming) suggests, even where a nonrecurrent mechanism consists of 

entities and activities in a short-lived configuration, each individual activity might nevertheless 

be of a kind that is quite systematic. The coming together of these entities and activities might 

even be due to erraticity. Thus even if a mechanism as a whole is nonrecurrent, it could consist 
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of activities such as certain ways of trucks hitting pedestrians that regularly participate in 

mechanisms. For such activities, at least, we can apply arguments above that activity 

probabilities are causal probabilities discoverable through manipulation and modeling. Even if an 

activity in fact occurs only once, it may involve a causal probability, since that concept is defined 

in terms of counterfactuals about what frequencies usually would be seen in repeated trials. 

However, activities in nonrecurrent mechanisms might also involve causal imprecise 

probabilities in some cases. Or some activities in nonrecurrent mechanisms could simply be 

erratic—even so erratic that what happens just happened as it did for no reason other than the 

idiosyncrasies of lower-level processes.  

5. Conclusion 

This chapter looked at stochastic mechanisms through a discussion of the nature of probabilistic 

and other stochastic activities, primarily in recurrent mechanisms. I argued that activity 

probabilities in such mechanisms are nearly always what I call “causal probabilities”, except, 

occasionally, when they are bare relative frequencies. I also argued that some activities might not 

be probabilistic, but instead involve imprecise probabilities or constrained erraticity. I discussed 

methods for modeling probabilistic mechanisms, and described several ways of learning about 

probabilities in mechanisms. Among other things, I illustrated a role that computer simulations 

can play in this process. I also suggested ways that the preceding ideas can be extended to 

ephemeral mechanisms that are unlikely to recur.  
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Notes 

1 I’m grateful for Stuart and Phyllis’s invitation to contribute this chapter, which drew me into 

fruitful and rewarding investigations I wouldn’t have pursued otherwise, and for their feedback 

and patience during its writing.  I got helpful feedback on ideas presented here from Holly 

Andersen, Murat Aydede, Paul Bartha, Sylvia Berryman, Scott Dixon, Kenny Easwaran, Chris 

French, Bruce Glymour, Alan Hajek, Chris Hitchcock, Daniel Malinsky, Ron Mallon, David 

McElhoes, Scott Peck, Alirio Rosales, Beckett Sterner, Johanna Thoma, and Jerry Tsui.  Don 

Muccio and Scott Brande helped me understand the (nearly nonexistent) role of quantum 

mechanics in cellular processes. 

2 My sketch is based on (Eisenbach 1996, Barkai and Leibler 1997, Morton-Firth and Bray 1998, 

Morton-Firth et al. 1999, Firth and Bray 2001, Bray 2009, Parkinson Lab 2015).  

3 E. coli’s so-called “exact” or “perfect” adaptation to chemical concentrations (e.g. Yi et al. 

2000) refers to robustness in its ability to return to roughly the same state, on average, after 

persistent exposure to a concentration of a chemical such as aspartate. The states returned to 

exhibit significant stochastic variation (Alon et al. 1999).  

4 See e.g. (Bogen 2005, Craver 2007, Illari and Williamson 2012, Andersen 2012, Barros 2008, 

Baetu 2013, DesAutels 2011, 2015).  

5 Rosenthal (2012) and I (2012b) have argued that our CCS interpretations don’t define single-

case probabilities, but Strevens (2011) argues that his does.  
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6 When I called my own CCS interpretation “mechanistic probability”, I meant “mechanistic” in 

a very loose sense. CCS interpretations do always depend on processes that can be considered 

mechanisms according some conception of mechanism or other, but these mechanisms would 

generally operate at a lower level than the activities that involve CCS probabilities. Because of 

this and because setup-to-termination probabilities of a mechanism reduce to activity 

probabilities (see above), I’m sceptical of DesAutels’ (2015) apparent suggestion that such 

setup-to-termination probabilities might be mechanistic probabilities unless component activity 

probabilities are CCS probabilities.  

7 A wheel of fortune is like a roulette wheel, but with a fixed pointer rather than a ball indicating 

the wedge representing the outcome.  

8 Related ideas and relevant mathematical details can be found e.g. in (Troffaes and de Cooman 

2014, Fierens et al. 2009, Bradley 2015, 2016, Dardashti et al. 2014).  

9 I believe that analogous arguments can be given using mathematical models rather than 

simulations.  
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